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Toy model
 Model:    obs = linear trend + noise(variance, spectrum)
 Short term predictability, separation of trend plus noise, calibration, 

structure of model
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RCP4.5 surface warming end of the century
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RCP4.5 surface warming end of the century

 Which model is the best? What 
makes a model a good model?

 Is a physical model better than a 
statistical model? Is a more 
complex model better?

 What is the purpose of a model?
 Does this sample characterize 

uncertainty? Can we interpret this as 
probabilities?

 Why more than one model? Do 
more models make us more 
confident?
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 Very different results, depending on the statistical method and the
constraints/weighting.

Should we weight models? How?

(Tebaldi and Knutti 2007)
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What do we learn from more models?

The assumption that models 
are independent and 
distributed around the true 
climate implies that the 
uncertainty in our projection 
decreases as more models are 
added (“truth plus error”). 

Alternatively, one may assume 
that models and observations 
are sampled from the same 
distribution (“indistinguishable)

(Knutti et al. 2010)
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 Motivation
 The idea of model evaluation
 The prior distribution in a multi model ensemble
 Model independence
 Model averaging
 Relating past/current and future model performance
 Model tuning, evaluation and overconfidence
 Conclusions and open questions
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 Empirical, data-based, statistical models, assuming little in advance, 
e.g., time series models, regressions, power laws, neural nets

 Stochastic, general-form but highly structured models which can 
incorporate prior knowledge, e.g. state-space models and hidden 
Markov models

 Specific theory- or process-based models (often termed deterministic) 
e.g. specific types of partial or ordinary differential equations

 Conceptual models based on assumed structural similarities to the 
system, e.g. Bayesian (decision) networks, compartmental models, 
cellular automata

 Agent-based models allowing locally structured emergent  behavior, 
as distinct from models representing regular behavior that is averaged 
or summed over large parts of the system

 Rule-based models, e.g. expert systems, decision trees

Types of models

(Jakeman et al. 2006)
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 Data assessment, discovering inconsistencies and limitations, data 
reduction, interpolation

 Understanding of the system, hypothesis testing
 Prediction, both extrapolation from the past and ‘‘what if’’ 

exploration
 Providing guidance for management and decision-making

 Do I believe my model prediction? is equivalent to:
Can I quantify the uncertainty in my model prediction with 
reasonable confidence/accuracy?

Models have different purposes
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 Has the model been constructed of approved materials i.e., 
approved constituent hypotheses (in scientific terms)?

 Does its behavior approximate well that observed in respect of the 
real thing?

 Does it work i.e. does it fulfill its designated task, or serve its 
intended purpose?

Basic questions in model evaluation

(Jakeman et al. 2006)
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Development and evaluation of models

(Jakeman et al. 2006)
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Why do we trust climate models?

(Knutti, 2008)

Physical
principles

Reproduce
climate

Reproduce
trends

Processes

Weather Past climate Robustness
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Model confirmation
 Confirm the model (just a set of rules), or that the world has a similar 

causal structure?
 Evaluate that each part/process works well, and from that conclude (or 

hope?) that the model is good.
 Statistical evaluation on all datasets. If it fits it has converged to reality.
 Emergent constraints: relating past and future observable across 

models.
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Model confirmation
 “for the particular purpose of 

interest, 1) the relevant 
quantitative relationships or 
interaction between different 
parts or variables that emerge 
from the inner structure of the 
model are sufficiently similar to 
those in the target system, 2) 
they will remain so over time and 
beyond the range where data is 
available for evaluation, and 3) 
no important part or interaction, 
either known or unknown is 
missing.”
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My model is better than your model
 What is the purpose, and is the model adequate for that purpose?
 What means “best” anyway?
 What is the evidence that a model is doing the right thing?
 How can we quantify uncertainty beyond ensemble spread?
 How do we combine evidence from different models and observations?
 Why is it so hard, and are we making progress?
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Model performance and quality

Performance metric
Measure of agreement 
between model and 
observation

Model quality metric
Measure designed to infer 
the skill of a model for a 
specific purpose

(Gleckler et al., 2008)
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Metrics and model quality
 An infinite number of metrics can be defined.
 Many metrics are dependent.
 Observation datasets and uncertainty matters.
 The concept of a “best model” is ill-defined.
 There may be a best model for a particular purpose, where “best” 

measured in a specific way. But determining that is hard.
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Models improve

(Reichler and Kim 2007)

Model performance
Better                                           Worse 
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Models improve

(Knutti et al. 2013)
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Why multiple models?
 To quantify uncertainty in a prediction we need to sample the space of 

plausible models. This can be achieved by perturbing parameters/parts 
of a single models of by building families of models (multi model 
ensembles).

 When two theories are available that are incompatible we try to reject 
one. This is often impossible with environmental models. Several 
models are plausible given the limited understanding, the uncertainties 
in data, the lack of an overall measure of skill and the lack of 
verification. Models are seen as complementary.

(Knutti, 2008)
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The multi model ensemble

Is B1 more uncertain than A2?
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The multi model ensemble

The prior distribution of models in the multi model ensemble is 
arbitrary.

11 models where all all models

scenarios are available   

(Knutti et al. 2010)
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IPCC AR4 WGI FIGURE SPM-7. Relative changes in precipitation (in percent) for the period 2090–2099, relative to 
1980–1999. Values are multi-model averages based on the SRES A1B scenario for December to February (left) and 
June to August (right).White areas are where less than 66% of the models agree in the sign of the change and 
stippled areas are where more than 90% of the models agree in the sign of the change.

Multi model averages
 We average models, because a model average is better than a single 

model.
 But  is it really?



Reto Knutti / IAC ETH Zurich

Averaging can help

(Reichler and Kim 2007)

Model performance
Better                                           Worse 
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All models are wrong…

• Black dashed: sqrt(B/n+C)

• Less than half of the temperature errors disappear for an average of an 
infinite number of models of the same quality

Average of N
models
Average of best N
models

1/sqrt(N)

(Knutti et al. 2010)
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A statistical framework for an ensemble
 Probabilistic interpretation of an ensemble requires a statistical 

framework: What is my sample? What causes the variation across the 
sample? How do I attach weights to members? 

 What do the ensemble members represent in relation to the “truth” 
that we are after?

 Each of the member can be sampled from a distribution (eventually) 
centered around the truth: the “Truth + Error” view. The use of the 
ensemble seeks some form of consensus and would characterize the 
uncertainty of this consensus estimate as decreasing with the 
increasing ensemble size.

 Alternatively, each of the member is (eventually) considered as 
“indistinguishable” from the truth and any other member. The range of 
the ensemble corresponds to the range of uncertainty, and the truth is 
not a synthesis but falls somewhere among the members (weather 
forecasting view of ensemble forecasting).
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 Most models shows areas of 
strong drying, but the multi 
model average does not.

Loss of signal by averaging

(Knutti et al. 2010)
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How does a passenger jet look like?
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The ‚average jet‘:

How does a passenger jet look like?

(idea stolen from Doug Nychka…)



Reto Knutti / IAC ETH Zurich

 Is the average meaningful?
 Not independent information
 Better and worse information
 Does it reflect the what we 

think the uncertainty is?

How does a passenger jet look like?

Two issues: sampling and weighting
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Climate model genealogy

(Edwards, 2011)
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Climate model genealogy

(Knutti et al. 2013)

Dissimilarity for surface temperature and 
precipitation
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Climate model genealogy

(Knutti et al. 2013, Masson and Knutti 2011)
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How should we evaluate climate models?
What is a good model?

So people have attached weights based on current climate…

Aspects of observed climate that must be simulated to ensure reliable 
future predictions are unclear. For example, models that simulate the 
most realistic present-day temperatures for North America may not 
generate the most reliable projections of future temperature
changes. (US CCSP report 3.1) 

There is considerable confidence that climate models provide credible 
quantitative estimates of future climate change, particularly at 
continental scales and above. This confidence comes from the 
foundation of the models in accepted physical principles and from their 
ability to reproduce observed features of current climate and past 
climate changes. (IPCC AR4 FAQ 8.1)
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What is a good model?
Does model performance on the mean state tell us much 
about the ability to predict future trends?

Ability to simulated observed pattern of mean climate
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(Jun et al. 2008)
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Which model should we trust?

 Use statistical methods and physical understanding to identify 
model evaluation metrics that demonstrably constrain the model 
response in the future. (Knutti 2008)
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What is a good model?



Reto Knutti / IAC ETH Zurich

What is a good model?
 Models continue to improve on 

present day climatology, but 
uncertainty in projections is not 
decreasing.

 We may be looking at the wrong 
thing, i.e. climatology provides no 
strong constraint on projections.

 We cannot verify our projections, 
but only test models indirectly.
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Relating model performance to projections

(Huber et al. 2011)
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Relating past changes to projections

(Mahlstein and Knutti 2012)
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Relating past changes to projections

(Mahlstein and Knutti 2012)



Reto Knutti / IAC ETH Zurich

Why do the GCMs reproduce the observed 
warming so well?

(IPCC, 2007)

Natural
Natural and anthropogenic
Observed
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Agreement in 20th century warming trends

(IPCC AR4 TS Fig. 23a)

 Climate sensitivity and 
radiative forcing across 
models are correlated. High 
sensitivity is compensated by 
high aerosol forcing.

 Models do not sample the full 
range of uncertainty (in 
particular in forcing).

 Is the agreement a problem?

 If we have used the observations in model development (and it 
seems like we have), agreement tells us only that the assumed 
forcing is consistent with observed changes in that model. It is 
not a proof that the model is correct, only that it is a plausible one 
given the uncertainties.



Reto Knutti / IAC ETH Zurich

Agreement in 20th century warming trends
 Model development and evaluation use the same datasets.

 Quotes from various people in a recent discussion about 20th century agreement (shortened): 

− We value models more if they seem to be "right" even without tuning, so to an extent we may 
have tuned them unconsciously.

− The only way of having confidence in projections is how well we can simulate the past using 
models built up with basic physical principles. 

− The tuning of a single model to match observed processes of change, and the constraint or 
weighting of an ensemble of models using observed climate change, share a common idea to 
reduce uncertainty in projections.

− We made stronger statements in IPCC AR4 about climate sensitivity, transient climate 
response and SRES ranges not because the models were any more certain than before, but 
because observed climate change had also been used to constrain projections. If we are 
prepared to use the evidence of climate change in simple models, why not use it for AOGCMs? 
Indeed, observationally constrained projections do this by posterior scaling, but that's not so 
different from prior tuning.

− I am not advocating trying to tune and tweak to reproduce exactly what happened in the past. I 
am sure we wouldn't be able to do that anyway. I am suggesting that we should not ignore 
important changes that have happened in the past but are not simulated in the models.

 In a Bayesian approach the use of past trends to constrain the future is fine, so agreement of models 
and data is natural and expected. But there is a danger of using information more than once.
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 Despite some disturbing slides…
For some variables and scales, model projections are remarkably 
robust and unlikely to be entirely wrong. Climate is changing, we are 
responsible, and future changes will be larger than those observed.

 Out of sample prediction or extrapolation. The life cycle of a model is 
much shorter than the timescale over which a prediction can be 
checked against observations.

 Model sampling is neither systematic nor random, arbitrary prior. CMIP 
is a collection of ‘best guesses’ rather than designed to span the full 
uncertainty range (e.g. sensitivity)

 Model performance varies, but we don’t know how to make use of that. 
Implicitly we weight models by using only the latest ones, but we are 
not prepared to do it formally e.g. in IPCC reports.

 What is a good model? Metrics are a thorny issue, and most metrics of 
present day climate provide only a weak constraint on the future.

Summary and open questions
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 Model averaging may help in some cases but creates problems, e.g. a 
loss of signal.

 Models are developed, evaluated (and in some cases a posteriori 
weighted) on the same datasets. 

 Climatology often correlates poorly with predicted change. Are we looking 
at the wrong metric? Are we starting with an sample that is too tight?

 Models are not independent, nor distributed around the truth (structural 
error).

 Common metrics could lead to overconfident prior sets of models. 
Sampling extreme behavior is important.

 How many models do we need? Massive ensembles to quantify 
uncertainty? Structurally different models? Weight them equally? How 
should we sample models, how should we aggregate them?

 Some papers: http://www.iac.ethz.ch/group/climate-physics/knutti/publications.html

Summary and open questions (cont.)
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