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Abstract. Real-life business process specifications include situations
where work may be repeated due to exceptions such as the lack of
resources or failed approvals. However, most authorization constraint
models for business processes describe them as partially ordered sets of
tasks. This abstraction simplifies the analysis of constraints greatly but
prevents their use in real systems because control flows with loops are
not supported. To overcome this limitation, we scope authorization con-
straints to task instances using the concept of release, which removes
associations between users and their previously executed tasks. We de-
fine a model applying releases to cardinality and interval constraints,
such as Separation of Duty (SoD). The latter is based on the notion of
intervals defined by pairs of tasks and imposing conditions on the users
executing them. We extend BPMN to visualize our constraints, bridging
the gap between IT and business people as well as to auditors.

1 Introduction

Business process modeling is increasingly used not only to improve organizational
efficiency and quality but also to enforce internal controls in order to fight fraud
and to comply with regulatory requirements. Most security requirements for
business processes are concerned with human activities. Separation of Duties
(SoD) for example is a well-known class of constraints that prevent a single
user from executing all critical tasks. Various frameworks have been developed
for specifying and analyzing authorization constraints for business processes.
However, they are limited in the kinds of constraints they can handle and make
over-simplistic abstractions of a business process’ control flow, rendering them
inapplicable to real systems.

We model business process as workflows and observe that business process
modeling languages, such as BPMN [4], allow workflows with loops. In the loop-
back pattern [5] for example, an exclusive gateway or boundary event loops back
to a previous step in the control flow, typically used for rework in the case of
exceptions. Thus successfully terminated workflow instances may contain an ar-
bitrary number of instances of a task. But most authorization constraint models
are defined only on workflows with a partial order on tasks [2]. This restriction
simplifies the analysis of constraints greatly but prevents their use. First at-
tempts to overcome this limitation were made by Crampton et al. covering loops
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over single tasks [7] and Solworth allowing constraints in the presence of loops
but only if the first task is executed by the same person [6]. Basin et al. were the
first who scoped constraints to subsets of task instances, using their new concept
of release [1].

Assume that the compliance of a business process is independent of the num-
ber of attempts to execute critical activities until successful completion. Then
a SoD constraint might be satisfied if only the users differ who executed these
tasks last. A release [1] admits to repeal the association of users and their pre-
viously executed tasks in a controlled manner and is therefore well suited to
model such cases. In this paper, we extend above authorization constraints with
conditions over users, called interval constraints and defined over subwords of
workflow instances. Furthermore, by not requiring that SoD constraints are de-
fined over disjoint sets of tasks, we increase expressivity. We also add cardinality
constraints setting a lower limit on the number of users executing a set of tasks.
To model these constraints graphically, we extend a few BPMN artifacts [4].
Examples illustrate the expressivity of the defined constraint language.

2 Model

Let T be a set of tasks and U be a set of users. For a task t and a user u, the
tuple (t, u) models the execution of t by u, called a task instance (of t). We use
the shorthand notation t.u for (t, u). To simplify the correspondence between
our formal model of business processes and BPMN models, we introduce a set
of events E to model BPMN events. Let Σ = (T × U) ∪ E be the set of all task
instances and all events. A workflow is a labelled transition system (Q,Σ, δ, q0),
where Q is a set of states, the ternary relation δ ⊆ Q×Σ×Q is a nondeterministic
state transition function, and q0 ∈ Q is a start state.

A sequence of task instances L = 〈σ1, . . . , σn〉 ∈ Σ∗ is a workflow instance
of a workflow (Q,Σ, δ, q0) if there exists a set of states {q1, . . . , qn−1} such that
(qk−1, σk, qk) ∈ δ for all k ∈ {1, . . . , n}. A sequence S = 〈σk, σk+1, . . . , σk+l〉,
for k ∈ {1, . . . , n} and l ∈ {0, . . . , n − k}, is a subword of L. E.g. 〈σ2, σ3〉 is a
subword of L = 〈σ1, σ2, σ3, σ4〉 but 〈σ1, σ3〉 is not. Furthermore, a sequence S =
〈σi1 , σi2 , . . . , σim〉, for m ∈ {1, . . . , n} and i1 < i2 < . . . < im, is a subsequence
of L. E.g., 〈σ1, σ3〉 is a subsequence of the above L but 〈σ3, σ1〉 is not.

We will later use events to scope authorization constraints. For this reason,
we introduce a few auxiliary definitions to characterize specific subwords of a
workflow instance. For a subset of events E ⊆ E , we denote by [E]L the set of
maximal subwords in L that do not contain an event in E.

Let [t, t′]L denote the set of subwords 〈σi, . . . , σj〉 of L, for i < j, starting
with a task instance of t and ending with a task instance of t′, i.e. σi = t.u and
σj = t′.u′ for two users u and u′. Furthermore, let Jt, t′KL denote the set of all
subwords in L that either start with t and end with t′ or start with t′ and end
with t, i.e. Jt, t′KL = [t, t′]L ∪ [t′, t]L. We call an element of Jt, t′KL an interval
defined by t and t′. Note that we do not require t and t′ to be different. However,
because i < j, an interval is at least of length 2.
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Given a workflow instance L and a set of tasks T , L �T is the subsequence
〈σi1 , . . . , σim〉 of L that contains only the task instances of tasks in T . E.g.,
〈t1.u1, t2.u2, t3.u3, o〉 � {t1, t3} = 〈t1.u1, t3.u3〉. Furthermore, the auxiliary func-
tion users returns the set of users who have executed the task instances in L. We
now introduce a running example to illustrate all these definitions.

Fig. 1. Payment workflow augmented with constraints.

Example 1. Figure 1 shows a BPMN model of a payment process that is based on
the invoice lifecycle proposed by the European Expert Group on e-Invoicing [3].
We model this process by a workflow over the set of tasks T = {t1, . . . , t6},
where t1 corresponds to Check Correctness, t2 to Check Arrival of Goods, etc, and
E = {e1, . . . , e6}, where e1 corresponds to the start event, e3 to the internal
timer event, etc. Ignore the grey BPMN elements for the moment. Furthermore,
we assume the set of users U = {u1, u2, u3}.

The process is started when the customer receives an invoice from the sup-
plier. He then checks in parallel whether the invoice is correct (t1) and whether
the goods have arrived (t2). The supplier initiates a dispute case (t3) and aborts
the process if the invoice is not correct. If the goods have not arrived yet, then
the customer waits for 3 days and then checks again. If both checks finally suc-
ceed, the payment is prepared (t4) and if approved (t5) also executed (t6). The
process loops back to the start if the payment is not approved.

For space reasons we omit a formal definition of the workflow that corre-
sponds to the payment process. However, it is straightforward to see that the
following workflow instance corresponds to a successful execution of the process:

L = 〈 e1, e2, t2.u1, t1.u2, e3, t2.u1, t4.u2, t5.u2, e5,
e2, t1.u1, t2.u2, t4.u2, t5.u3, t6.u1, e6 〉

Omitting the users for readability, the set of maximal subwords of L not con-
taining e2 is then

[{e2}]L = {〈e1〉, 〈t2, t1, e3, t2, t4, t5, e5〉, 〈t1, t2, t4, t5, t6, e6〉}
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and the set of intervals defined by t1 and t5 is

Jt1, t5KL = {〈t1, e3, t2, t4, t5〉, 〈t1, e3, t2, t4, t5, e5, e2, t1, t2, t4, t5〉,
〈t5, e5, e2, t1〉, 〈t1, t2, t4, t5〉}.

Reducing L to the workflow instance containing only task instances of t2 is
L �{t2} = 〈t2.u1, t2.u1, t2.u2〉 and the set of users who execute these instances
is users(L�{t2}) = {u1, u2}.

3 Constraints

In this section, we introduce the syntax and semantics of our authorization
constraint language for workflows. We distinguish between static and dynamic
authorization constraints. Static constraints are basically standard access con-
trol policies, describing the assignment of users to task, for example using access
control lists or role-based schemas. As the name suggests, static constraints do
not change depending on the history of executed tasks. We model static autho-
rizations abstractly by a relation UT ⊆ U × T , called a user-task assignment,
and say that a user u is statically authorized to execute a task t with respect to
UT if (u, t) ∈ UT . Static SoD and static Binding of Duty (BoD) is subsumed by
this definition.

In the following, we focus on dynamic authorization constraints defining au-
thorizations that depend on who has previously executed tasks in a workflow
instance. We distinguish between cardinality constraints that impose restrictions
on the number of different users executing a set of tasks and interval constraints
that impose relations between the users who execute pairs of task instances.

3.1 Cardinality Constraints

We start with a formal definition of cardinality constraints.

Definition 1. A cardinality constraint is a triple (T, k,E), where T ⊆ T is a
set of tasks, k > 1 an integer, and E ⊆ E a set of events. A workflow instance
L satisfies a cardinality constraint (T, k,E) if for all S ∈ [E]L, |users(S �T )| ≥
min{k, |S �T |}.

We use the set of events E to split L into subwords S. For each of them the
cardinality constraint requires that at least a threshold of k users must execute
the instances of the tasks T . This kind of constraint is also known as relaxed
SoD [7] or k-out-of-n constraint for |T | = n. The minimum between k and
|S �T | ensures that a constraint is also well-defined if a subword S contains less
than k instances of tasks in T . We omit the set notation in case of singleton sets
and also the set E if empty.
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Example 2. Consider task t2 (Check Arrival of Goods) of the payment process.
Due to the inner loop passing through the internal timer event e3, t2 may be
executed multiple times before the payment is approved. The cardinality con-
straint c1 = (t2, 2, e3) requires that at least two different users must execute t2
if t2 is executed more than once. This ensures that if the goods are supposedly
not received, a second user must have a look at the situation, thereby reducing
the risk of fraud.

Recall workflow instance L from Example 1. The first and third subword in
[e2]L, S1 = 〈e1〉 and S3 = 〈t1.u1, t2.u2, t4.u2, t5.u3, t6.u1, e6〉, satisfy c1. However,
subword S2 = 〈t2.u1, t1.u2, e3, t2.u1, t4.u2, t5.u2, e5〉 does not satisfy c1 because
t2 is executed more than once but only by user u1. Thus L does not satisfy c1.

Example 2 raises an interesting question about the enforcement of cardinal-
ity constraints. Consider S4 = 〈t2.u1, t1.u1, e3, t2.u1, e3, t2.u2, t4.u1, t5.u1, e5〉,
which satisfies c1. The two workflow instances S2 and S4 have the same prefix
〈t2.u1, t1.u1, e3, t2.u1〉 which does not satisfy c1. An enforcement mechanism for
c1 cannot know whether the execution of the payment process will extend this
prefix to a workflow instance like S2 that does not satisfy c1 or to one like S4

that satisfies c1. A pessimistic enforcement mechanism would require the first
k instances of tasks in T to be executed by different users and thereby ensure
that every prefix of a workflow instance satisfies c1. An optimistic enforcement
mechanism would tolerate prefixes that do not satisfy c1 “hoping” that the final
workflow instance does satisfy c1.

Our definition of [E]L to contain only the maximal subwords of L between
events in E allows a pessimistic or an optimistic enforcement. If we defined [E]L
to contain all prefixes of maximal subwords in L between events in E, then only
a pessimistic enforcement would be possible.

3.2 Interval Constraints

Interval constraints impose relations between the users who execute pairs of task
instances.

Definition 2. An (atomic) interval constraint is a triple ((t, t′), ρ, E), for a pair
of tasks (t, t′) ∈ T × T , a relation on users ρ ⊆ U × U , and a set of events
E ⊆ E. A workflow instance L satisfies an interval constraint ((t, t′), ρ, E) if for
all S = 〈ti.ui, . . . , tj .uj〉 ∈ Jt, t′KL, either there exists an e ∈ E such that e ∈ S
or (ui, uj) ∈ ρ.

We use again (release) events to scope interval constraints to subwords of
workflow instances. If a subword 〈ti.ui, . . . , tj .uj〉 ∈ Jt, t′KL contains no release
event, then the user who executes the first task ti must be related to the one who
executes the last task tj as specified by ρ. For example, we may choose ρ to be the
inequality relation 6= for expressing SoD or the equality relation = for expressing
BoD. We can also apply interval constraints to single tasks. For example, the
constraint ((t, t), 6=) requires that each instance of t must be executed by a
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different user and the constraint ((t, t),=) requires that all instances of t are
executed by the same user. The interval constraint ((t, t),manager -of ) requires
that the task t can only be executed again if the user is the manager of the user
who executed the previous instance of t.

Consider an interval constraint ((t, t′), ρ, E) and a workflow instance L. Fur-
thermore, assume S = 〈ti.ui, . . . , tj .uj〉 ∈ Jt, t′KL and that no e ∈ E is contained
in S. We say the task instance ti.ui allocates user ui to relation ρ. The task in-
stance tj .uj is called restricted because the choice of uj depends on the user who
was previously allocated when ti was executed. Note that a task in the scope of
a loop may be a restricted as well as an allocating task. We now proceed with
our running example.

Example 3. Consider task t1 (Check Correctness) and t5 (Payment Approval) of
the payment process. The interval constraint c2 = ((t1, t5), 6=, e5) requires that
within one (outer) loop of the payment process task instances of t1 must be
executed by different users than instances of t5, thereby separating the duties
between the checking of invoices and the approval of payments.

Consider again workflow instance L from Example 1. As computed be-
fore, Jt1, t5KL contains four intervals. With respect to c2, only the first, S1 =
〈t1.u2, e3, t2.u1, t4.u2, t5.u2〉, and the fourth, S4 = 〈t1.u1, t2.u2, t4.u2, t5.u3〉, are
interesting because the second and the third contain e5. Subword S1 does not
satisfy c2 because the instances of t1 and t5 are executed by the same user,
i.e. (u2, u2) is not an element of the relation 6=, whereas S4 satisfies c2 because
t1 is executed by u1 and t5 by u3, i.e. (u1, u3) ∈ 6=. As a result, L does not
satisfy c2.

For two sets of tasks T, T ′ ⊆ T , we generalize atomic interval constraints to
(compound) interval constraints of the form ((T, T ′), ρ, E) = {((t, t′), ρ, E) | t ∈
T and t′ ∈ T ′}. Note that T and T ′ must not necessarily be disjoint. In fact,
we write (T, ρ,E) for ((T, T ), ρ, E). A workflow instance L satisfies a compound
interval constraint if it satisfies all the respective atomic interval constraints.

3.3 Constrained Workflows

By splitting a workflow instance L into subwords using a set of events E, we en-
able a scoping of cardinality and interval constraints to subsets of task instances
in L. When the control flow passes through an event e ∈ E the history of who
has executed previous task instances is rendered irrelevant with respect to fu-
ture task executions. Therefore, we call them release events. Finally, we combine
authorization constraints and workflows.

Definition 3. A constrained workflow is a triple (W,UT ,C), where W is a work-
flow, UT a user-task assignment, and C a set of cardinality and interval con-
straints. A workflow instance L satisfies a constrained workflow (W,UT ,C) if

– L is an instance of W ,
– for every task instance t.u ∈ L, (u, t) ∈ UT , and
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– L satisfies every constraint in C.

Example 4. Let W be the workflow corresponding to the payment process from
Example 1 and assume UT = U × T ; i.e. every user is statically authorized to
execute every task. Furthermore, let C = {c1, c′2, c3} where c1 = (t2, 2, e3) is the
cardinality constraint from Example 2, c′2 = (({t1, t2, t4}, t5), 6=, e5), and c3 =
((t1, t2),=). Note that the interval constraint c2 from Example 3 is contained
in c′2. Consider once more workflow instance L from Example 1. Although L is
an instance of W and for all task instances t.u in L, (u, t) ∈ UT , L does not
satisfy the constrained workflow (W,UT ,C) because L does not satisfy c1 and
c2 as explained in the previous examples.

4 Graphical Notation

In this section, we describe our extension of BPMN to visually model cardinality
and interval constraints and affects of the placement of a release events, with
respect to a workflow’s control flow, on the semantics of our constraints.

Fig. 2. Visualization of interval and cardinality constraints in BPMN

4.1 BPMN Extension

BPMN 2.0 [4] provides a few artifacts to describe human involvement in business
processes. A task with an icon in the upper left corner depicting a person, as
illustrated in Figure 1, is called a user task. They are meant to be executed
by humans, as opposed to tasks that are executed by machines. Some modelers
understand process lanes as synonyms for roles and the placement of a task in
a lane as its assignment to the respective role.

BPMN comes also with a number of artifacts for annotations. For example,
a dash-dotted box, called group artifact, is used to group tasks. We use them
to define sets of tasks. A dotted line ending with a half-open box containing
text is called a text annotation. We generalize them to link sets of tasks and
release points. Furthermore, we introduce a new class of internal BPMN events,
illustrated with a person leaving a door, for modeling release events.
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Figure 2 illustrates how we extend and combine these artifacts to visualize
cardinality and interval constraints. An interval constraint ((T, T ′), ρ, E) is il-
lustrated by two group artifacts that define the sets of users T and T ′ and a
text annotation stating ρ that links T , T ′, and the release events e1 to en in
E. Similarly, a cardinality constraint (T, k,E) is illustrated by a group artifact
defining T and a text annotation depicting a stylized set of users combined with
≥ k that links T and the release events e1 to en in E.

Example 5. In the payment process from Example 1, the grey elements in Fig-
ure 1 visualize the constraints c1, c′2, and c3 from Example 4.

4.2 Placement of Release Events

We have modelled releases as (BPMN) events, which release previously allocated
users when executed; i.e., their allocation is not considered for the associated
constraint. But it is far from obvious where to place release events with respect
to a workflow’s control flow. In fact, depending on the location within the given
workflow, the effect of the release event may differ.

Fig. 3. Location matters – placement of release events.

In Figure 3, the constraints ci = ((t1, t2), 6=, ei) for 1 ≤ i ≤ 3 on tasks t1 and
t2 only differ in the placement of the release event. Whenever release event e2 is
passed then release event e3 is passed as well. Thus, when a workflow instance
satisfies constraint c3 then it satisfies constraint c2 as well. Therefore constraint
c2 and c3 are superfluous because of c1. It also becomes obvious that release
event e1 has no effect because it will only be passed at the begin of the workflow
instance where the constraint history is still empty. In general, release events on
a transition from (to) the initial (final) state can be safely ignored.

Let us look again at the interval constraint c′2 = (({t1, t2, t4}, t5), 6=, e5) from
Example 3 and the payment process from Example 1. Tasks t1 and t2 are re-
stricted with respect to task t5 whenever the outer loop is executed. Constraint c′2
is only reset when control goes from task t5 to task t1 and to task t2 respectively.
We note that it is sufficient to consider only the task before the release event.
Thus, release event e5 can also be defined as the two task tuples {(t5, t1), (t5, t2)}
representing the transitions, which trigger the reset of the execution history.

Similarly, when translating the (graphical) location of release events e1, e2,
and e3 in Figure 3 to task tuples, we notice that these release events are strictly
ordered with respect to set inclusion:
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e1 = {(es, t1)}, e2 = e1 ∪ {(t2, t1)}, e3 = e2 ∪ {(t1, t1)}.

It is future work to extend this representation to control flows with parallelism,
as shown below.

Fig. 4. A constraint over parallel tasks.

The interval constraint in Figure 4 illustrates the behavior of a release event
within the parallel execution of tasks and why we have made the convention to
coincide the execution of a release events with the preceding task. It says that
the second task must be executed by a different user but only if task t1 was
executed first.

Consider the workflow instance 〈t1.u1, t2.u2, e, t2.u3, e, t1.u4〉. The constraint
((t1, t2), 6=, e) defines four intervals of which only the most left does not include
a release event and thus requires users u1 and u2 to be different. Note further
that on workflow instance 〈t2.u1, e, t1.u2, t1.u3, t2.u4〉 user u4 cannot be user u2
or u3.

5 Constraint Properties and Composability

In this section, we elaborate on cases where unnecessary details in constraint
specifications can be safely removed and on the effect of composing constraints.

a) Different placements of release events b) Self-same constraint of [6]

Fig. 5.

Assume that the two tasks in the workflow in Figure 5a) are constrained.
We compare four possible placements of a release event, which results in interval
constraints ci = ((t1, t2), 6=, ei) for 1 ≤ i ≤ 4:
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1. Release e1 located between the two conflicting tasks makes task t2 an allo-
cating task for task t1 because the execution history is always cleared before
task t2 is executed.

2. Workflow instance 〈t1.u1, t1.u2, t2.u1〉 satisfies interval constraint c2 whereas
workflow instance 〈t1.u1, t1.u2, t2.u2〉 does not. However, both instances sat-
isfy the cardinality constraint ((t1, t2), 2) illustrating that cardinality and
interval constraints differ in their expressivity.

3. Release e3 demands that the user who executed task t2 for the first time must
not have executed task t1 before. Furthermore, in case of complete repetition,
the user who executed task t2 last cannot execute task t1 afterwards.

4. Release e4 ensures that after a complete repetition of the two tasks no old
dependencies must be considered anymore.

Solworth [6] introduced SoD constraints where allocating tasks are limited to
a single person (“self-same”); see Figure 5b) for a definition in our constraint
language.

We state without proof two basic properties of interval constraints. First,
adding more release events weakens a constraint. On the contrary, removing
tasks from interval definitions weakens a constraint.

– If L satisfies ((T1, T2), ρ, E1) and E1 ⊆ E2 then L satisfies ((T1, T2), ρ, E2).
– If L satisfies ((T1, T ), ρ, E) and T2 ⊆ T1 then L satisfies ((T2, T ), ρ, E).

These two opposing properties are a result of the way interval constraints are de-
fined. More tasks increases the number of intervals whereas more events reduces
the number of relevant intervals.

Fig. 6. Refinement

The subprocess in Figure 6 is a refinement of task t5 (Payment Approval)
in our running example. It opens the question how to relate constraints from
different levels of abstraction. Expanding refined tasks to the highest level would
preserve the history of constraint c4 over multiple runs of the outer loop. A release
at the end of the subprocess, however, scopes the constraint to the subprocess
and enables a transparant treatment at the higher levels.
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6 Related Work

To capture integrity requirements at the enterprise level, Thomas and Sandhu
introduced task-based authorization to define the authorization functions asso-
ciated with business activities [8]. In their seminal work [2], Bertino, Ferrari,
and Atluri were the first to check the consistency of constraints defined over
sequences of individual workflow tasks.

Little prior work exists about constraints in the presence of loops or paral-
lelism. Requiring a partial order on tasks, Crampton et al. only permit single
tasks to be executed more than once (self loop) [7]. Solworth allows SoD con-
straints in the presence of loops if the first allocating task is always executed by
the same person [6]. Thus, except for the constraint given in Figure 5b), none of
the other constraints can be expressed in their models. Having no restriction on
the execution order of tasks in our model, we can generalize the specification of
constraints to apply on sets of tasks.

Wolter and Schaad define a task authorization constraint to be applicable on
set of tasks and beyond simple task sequences. Over a set of conflicting tasks it
states the minimal number n of different users that have to execute these tasks
and a maximal number m of task executions a single user can perform [10].
However, it is not very intuitive to understand the restriction given by these two
numbers. In fact, as n is only a lower bound, it fails to describe binding of duty
constraints as there is always the possibility to add more users without violating
the threshold. Relations over users, as introduced by Crampton and integrated
into our language, cannot be specified.

Solworth gave the first graphical annotation for SoD constraints by connect-
ing the conflicting tasks by a red line. Wolter and Schaad extended BPMN to
express their authorization constraints graphically [10]. Multiple instance tasks
and looped tasks are considered as a group with exactly one task but an arbitrary
number of task instances. Authorization constraints can be assigned to a single
task (in case of loops and multiple instances), a group, or a lane in form of a text
annotation. In case of a lane, the overall constraint on its tasks is determined
by the combination of constraints associated with the lane and the lanes, groups
and tasks embedded in the lane. In [9], Wolter and Meinel elaborate further on
this graphical notation.

Basin et al., who introduced the concept of release, gave an operational se-
mantics in terms of CSP processes [1]. Constraints were only defined over pairs
of disjunct tasks and task sets respectively and did not include user relations and
cardinality requirements. But they defined and proved algorithms to determine
obstruction-freeness. It is future work to carry over the applicability of those
algorithms onto our language.

7 Conclusions

The concept of release allows flexible scoping of authorization constraints on
workflows with loops and parallelism. We formally defined a constraint language



12 Samuel J. Burri and Günter Karjoth

that models authorization policies at the granularity of task instances, imposing
requirements on the number of users executing a set of tasks and requirements
on the users executing conflicting task pairs. A key feature and strength of
our approach is that it naturally extends the intuition and visual approach of
graphical languages for business process modeling.

A denotational semantics is given, and examples of equivalent constraints are
shown. This is a first step towards an algebra for interval constraints to simplify
and combine constraints. As interval constraints can also be defined over pairs of
same tasks, the algorithms of [1] have to be adopted to achieve obstruction-free
workflow execution in order not to unjustifiably deny the execution of a business
process.

Acknowledgments. We thank the anonymous reviewers for their helpful com-
ments. This work was partially funded by the European Commission under the
Seventh Framework Project “PoSecCo” (IST 257129).
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