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Abstract

Feature matching – i.e. finding corresponding point features in different images to serve as tie-
points for camera orientation – is a fundamental step in photogrammetric 3D reconstruction. If
the input image set is large and unordered, which is becoming increasingly common with the
spread of photogrammetric recording to untrained user groups and even crowd-sourced geodata
collection, the bottleneck of the reconstruction pipeline is the matching step, for two reasons.
(i) Image acquisition without detailed viewpoint planning requires a denser set of viewpoints
with larger overlaps, to ensure appropriate coverage of the object of interest and to guarantee
sufficient redundancy for reliable reconstruction in spite of the unoptimised network geometry.
As a consequence, there is a large number of images with overlapping viewfields, resulting in
a more expensive matching step than, say, a regular block geometry. (ii) In the absence of a
carefully pre-planned recording sequence it is not even known which images overlap. One thus
faces the even bigger challenge to determine which pairs of images even can have tie-points and
should therefore be fed into the matching procedure. In this paper we attempt a systematic survey
of the state-of-the-art for tie-point generation in unordered image collections, including recent
developments for very large image sets.

Keywords: Image matching, Unordered image sets, Feature selection, Approximate match
graph, Visual vocabulary

1. Introduction

Reconstructing 3D objects from 2D photographic images is one of the fundamental tasks of
photogrammetry and computer vision. Over the past decades, the switch to digital photogra-
phy and the continuing growth of computing power, storage, and transmission bandwidth have
brought about important changes. Both the amount of available image data for 3D reconstruction
and the number of applications that use photogrammetric techniques have greatly increased. At
the same time, processing methods have further developed and nowadays allow one to generate,
in a highly automated fashion, fairly accurate reconstructions even from compact cameras or
even mobile phone cameras, paving the way for recent trends like photogrammetric recording
from small drones, or crowd-sourced images for 3D reconstruction [1]. The reconstruction of
3D objects consists of two steps: first the orientation of the images in a common 3D coordinate
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frame (a.k.a. camera pose estimation); and second the subsequent generation of a dense point
cloud or surface model. The present paper deals with the first step, with a particular emphasis
on large, unordered image sets.1 Dense matching and surface reconstruction have also witnessed
exciting developments [e.g. 18, 17, 19, 5, 2, 41], but are not discussed here. In large projects
dense reconstruction is always carried out as a separate step which operates locally, using for
each portion of the scene only the small subset of the camera network that covers that portion.

Figure 1 illustrates the standard 3D modeling pipeline. It starts with the acquisition of images
that cover the scene of interest (or with the collection of existing images, e.g. when working
with crowd-sourced or historic data). Next, repeatable and stable interest points are extracted
from the input images. The neighborhood of each interest point is encoded with a descriptor
– this can in principle be the raw intensity pattern, but more often one chooses descriptors that
are more invariant to geometric distortions and illumination changes. By comparing descriptor
values of the points in different images, one finds point matches between image pairs. The
matches are filtered through (usually pairwise or triplet-based) geometric verification to discard
mismatches and keep only correct tie-points, i.e. projections of the same 3D scene points. The
correspondences serve as input for the pose estimation, normally by a combination of epipolar
geometry estimation, triangulation, and spatial resection. Finally, the camera orientations and
the sparse tie-point cloud are refined with bundle adjustment. The point cloud can optionally be
densified with dense matching of the oriented images.

This paper is dedicated to image matching. One consequence of the new photogrammetric
workflows is that in some applications one is faced with large unordered input image sets. In
this context “unordered” means that it is not known in advance which images share a common
viewfield and should be matched. Examples include crowd-sourced imagery from the Internet;
recordings from small micro aerial vehicles (MAVs) with low-quality navigation systems; but
also general close-range projects – experience shows that untrained users have great difficulties to
record images in a predefined pattern, and even experts are slowed down significantly when they
have to follow strict recording protocols in complex environments such as industrial installations.

Classically, photogrammetry has preferred ordered image sets [25], in which the overlapping
images (or even the approximate relative orientations) are known before the start of the pose
estimation. These can be obtained in two ways: either through carefully planned recording, or
by observing the camera poses during image acquisition with external sensors. Metrology has
focussed on settings where the overlaps are unknown, but there is a small number of marked
tie-points (e.g. high-contrast stickers) that can be disambiguated by their relative positions. We
do not suggest that such procedures are obsolete – in situations like aerial mapping or industrial
quality control ordered image sets, respectively artificial tie-points, have obvious advantages.
Rather, the problems and solutions surveyed in this paper arise in new applications that broaden
the scope of image-based 3D measurement. Still, the capability to orient arbitrary images of the
same scene can also benefit the classical approaches, e.g. not following a strict planning can save
field time, allows one to react flexibly to unexpected problems with lighting, occlusions etc.,
and simplifies larger recording campaigns with multiple people. The extreme case, which has
received a lot of attention in computer vision, is 3D reconstruction from crowd-sourced images
taken from photo-sharing sites like Flickr [47] or Panoramio. Note, in that setting matching
also serves to weed out irrelevant pictures with misleading tags, such as portraits with blurred
backgrounds or images from different locations with the same name.

1For the purposes of this paper relative orientation into a photogrammetric model is sufficient. A metric scale or full
absolute orientation can of course be introduced via known distances or ground control points (GCPs).
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Figure 1: The 3D modeling pipeline. (a) Interest points are extracted independently in each image. (b) Matches are found
between pairs of images by comparing interest point descriptors. In unordered image sets this step includes finding the
image pairs that have overlapping viewfields. (c) Camera poses and a 3D tie-point cloud are estimated from the multiview
matches and refined with bundle adjustment. (d) If needed, the oriented images serve as input for dense 3D point cloud
or surface reconstruction.

Modern projects can consist of thousands or even millions of unordered images [16]. This
means that image matching becomes the bottleneck – even with today’s computing power naive
brute-force matching is infeasible. To address situations where one can no longer compare every
pair of interest point descriptors for every pair of potentially overlapping images, different tech-
niques have been developed. There are three main lines of attack to bring down the matching
time without compromising the reconstruction, see Figure 2: reduce the number of feature points
per image, by finding those which are most suitable for matching; reduce the number of images,
by finding those which are most important to cover the scene; or reduce the number of potential
image pairs, by finding those which are most likely to overlap and match. In the following we
will present a systematic overview of these developments. In Section 2 we review and compare
different methods to speed up the matching of a given image pair, by reducing the number of
feature points per image. Note that this part is applicable also with ordered image sets. Section 3
then presents ways to limit the number of image pairs to be tested, by either selecting promising
image pairs, or by pruning the input image set without losing important views, or by avoiding
the pairwise matching of images altogether.

3



Efficient image feature matching

restrict the number of match
operations per feature (Sec.3)

restrict the number of
feature points (Sec.2.2)

use pairwise matches to
construct multiview matches
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matches directly

use fewer image pairsuse fewer images
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Figure 2: Efficient image feature matching strategies presented in the paper. In Section 2, the number of feature points
per image is reduced by discarding e.g. those marked in red. In Section 3, three different strategies are presented. (Left)
Iconic views denoted by black frames are selected by clustering similar images. (Middle) Only the promising image pairs
denoted by thick lines are used. (Right) Pairwise matching of images is avoided altogether.

2. Image matching

Image feature matching, sometimes also called 2D-2D matching, is a key element of a stan-
dard 3D reconstruction pipeline. The procedure starts with detecting interest points, using rou-
tines like Harris/Förstner corners or Difference-of-Gaussians (DoG). Then, the detected interest
points are encoded with descriptors like SIFT [24], i.e. statistics of the gradient distribution in a
point’s neighborhood. Several variants exist such as SURF [4], ORB [33] or DAISY [33]. Inter-
est point extraction is done only once per input image and is computationally cheap, especially
since most methods are highly parallel and can be implemented on graphics hardware (e.g. 44).

Some authors have proposed to also use other geometric features beyond points, most often
straight line segments [e.g. 48, 43, 30]. Empirically, line features do not bring much benefit for
estimating image orientation and are therefore rarely used to solve this task, although they may
of course be useful for later processing steps like surface reconstruction or object extraction.

The actual matching task is then to find, for a given descriptor vector in the source image, the
most similar descriptor in one or many target images. For example, SIFT is a 128-dimensional
unit vector, and the dissimilarity between two descriptors is measured by their Euclidean distance
(although it has been shown that in some situations other definitions of distances might work
better [3]). I.e., finding the most similar point boils down to nearest-neighbor search in the
descriptor space. Beyond being the nearest neighbor, further criteria are usually enforced to
get more correct and unambiguous matches. The simplest idea is to set a threshold for the
maximum distance. In practice it turns out that this is not overly effective, because of the high
dimensionality of the descriptor space. A much stronger criterion, due to [24], is to retrieve both
the nearest and the second-nearest neighbor and compare the corresponding distances. A match
is accepted only if the second-best descriptor is significantly further away than the best one, so
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as to avoid picking the wrong target point in cases where the descriptors are ambiguous.
Exact nearest-neighbor search is rarely used in practice, because for high-dimensional data

there is no known procedure that is more efficient than linear search, which is quadratic in the
number of interest points per image (for each point in the source image, one needs to search
through all points in the target image). The standard procedure is to use approximate nearest
neighbor (ANN) search.

2.1. Feature matching using ANN

The principle behind efficient ANN search is to make use of tree search structures. The
predominant method are kD-trees, respectively ensembles of such trees (kD-forests), although
in principle alternatives like vantage-point trees could also be used. First, the search structure
is constructed from the descriptors of the target image. Descriptors from the source image are
then queried by tree look-up, which reduces the time of a single feature query from linear to
logarithmic in the number of interest points per image. Even though building the search structure
takes some time itself, the overhead is quickly amortised, especially if multiple images need to
be matched to the same target image and the structure is re-used.

Technically, the kD-tree is a rooted multi-level binary tree where at each node, a single di-
mension of the descriptor is compared to a threshold value and, based on the result of the com-
parison, the traversal continues either to the left or to the right child node. Leaf nodes contain
ANN candidates for the query descriptor. To avoid having very deep, often badly imbalanced
trees, which would not provide a significant speed-up, randomized kD-forests consist of multi-
ple kD-trees constructed independently. Each tree looks only at a few dimensions of the query
descriptors, picked randomly among those dimensions which have the strongest variation at each
level. The results of the individual tree searches are then compared with linear search to find the
ANN.

The speed-up with such search structures is closely linked to the desired precision of the
nearest neighbor search. An example is given in [28], for a kD-forest. When demanding a rela-
tively low precision of 60% (i.e., 40% of the returned points are not the exact nearest neighbor)
a speed-up of three orders of magnitude over exhaustive linear search can be achieved. Higher
precision can for example be obtained by also searching across nearby leaf nodes around the
initial query result, typically with a fixed budget of comparisons per point [36]. This still yields
a speed-up of two orders of magnitude.

2.2. Reducing the number of features

Given an image pair which should be matched, finding approximate nearest neighbors instead
of exact ones already greatly improves the computational efficiency of matching. A second
avenue to speed up matching is obviously to start with fewer interest points per image. However,
these must be filtered in a clever way. If one blindly (e.g. randomly) reduces the number of
interest points, then this will lead to a quadratically lower number of pairwise correspondences
and significantly impair the reconstruction result. Ideally, one would discard only interest points
which later lead to wrong matches or do not produce a match at all. Note that the filter reduces
the computational complexity of nearest neighbor search only by a constant, i.e. the matching is
still log-linear in the number of interest points per image, but that number is lower.

If one has a good proxy to filter out mainly wrong matches, this has a further benefit in
the context of the complete reconstruction pipeline: After the matching stage the putative cor-
respondences will form the basis for camera pose estimation, which robustly fits an appropriate
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geometric model (e.g. an epipolar geometry between two views or a camera pose w.r.t. a set of al-
ready triangulated 3D points) and rejects candidate matches as outliers if they do not satisfy that
model. The robust fitting, usually done with RANSAC-type sampling schemes, has complexity
exponential in the fraction of outliers (incorrect matches), hence a more correct set of putative
matches will greatly improve the computation time as well as the quality of the 3D model.

There are several possibilities to reduce the number of interest points that enter the matching
stage without losing too many actual tie-points. One can either resort to a simple heuristic and
chose stricter thresholds for feature detection; or one can try to predict the “matchability” of a
point (the chance that it will lead to a valid tie-point) from its descriptor. In the following we
present and compare the main options.

2.2.1. Stricter feature detection
When one wants to reduce the number of features that are detected in the first place in a given

image, one needs to modify the underlying feature detector. For our discussion we stick to the
Difference-of-Gaussian (DoG) detector, but the same principles are valid for other interest point
detectors, too. The principle of DoG, which is the detection routine typically used in conjunction
with SIFT, is to find curvature maxima of the image brightness function. To do so, one constructs
a Gaussian image pyramid, by convolving the original image with a sequence of Gaussian kernels
of increasing width σ. Neighboring images in the pyramid are then subtracted from eachother to
obtain the multi-scale DoG pyramid. Strong local extrema in that (x, y, scale)-space are selected
as interest points. Other interest point detectors also find multi-scale blob or corner structures
with high contrast. The procedure naturally defines two simple ways how the number of the
detected features can be varied: (i) changing the detection threshold that the (absolute) detector
response must surpass to declare an interest point, i.e. the feature strength, in the experiments
referred to as high dog; and (ii) truncating the scale pyramid to only cover the high (i.e. low-
resolution) levels, such that only the large feature points are found. Larger detector responses
are less likely to stem from noise or overly small texture with low repeatability. This strategy is
called high scale in the experiments.

Varying the DoG threshold. In general, a stricter threshold for the absolute value of the local
DoG response will return fewer, but more repeatable and stable features. Repeatability refers
to the ability to re-detect a projection of a 3D scene point in different images, under a different
viewing condition; whereas stability refers to the distinctiveness of the interest point [35]. With
a standard SIFT implementation, e.g. VLFeat [42], a rather generous threshold of 0.001 creates a
few thousand interest points per image. A stricter threshold will return fewer points that all have
higher contrast. Importantly, the high detector score does not necessarily mean that these points
are also better suited for matching. For example, we will show in the experiments below that in
vegetation areas under strong sunlight many strong interest points are detected. These interest
points are however unlikely to be matched successfully, due to their unspecific and similar local
appearance. On the other hand, raising the DoG threshold discards many useful interest points
that have unique appearance and could generate correct tie-points, but do not have extremely
high local contrast.

Selection based on feature scale. [45] has proposed a different way to restrict a smaller set of
interest points. Only features from the higher levels (stronger blur/larger feature scale) are used
for tie-point matching and orientation. The strategy is based on the observation that features
from higher pyramid levels in the source image tend to match with features from higher pyramid
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levels in the target image. The well-known free structure-from-motion software VisualSFM [46]
uses this approach. A related approach has been described by [26] and also used by [20]. They
also exploit the image pyramid and extract features only at high pyramid levels, but then track
them down to the lowest level with least-squares matching, in order to refine their location while,
at the same time, bypassing feature extraction and matching at lower scales.

Selection based on feature scale has two main issues: On the one hand, low-resolution interest
points are based on low-frequency gradients and thus will in most cases have a higher location
uncertainty than high-resolution ones. On the other hand, if there are only few low-resolution
features then one quickly is back to using almost all pyramid levels and the selection becomes
rather random, because the vast majority of feature points is found at the finest scales.

2.2.2. Predicting matchable features
The previously described selection methods tune the detector to directly return fewer features

per image. We now turn to a different approach, which extracts more features, and prefers to
reduce the number of features based on their descriptors.

As mentioned earlier, nearest neighbor search alone is not sufficient to obtain a reasonable
proportion of correct matches, therefore nearest neighbors are commonly required to (i) have
a distance below some threshold; empirically, this test is less important; and (ii) pass the ratio
test [24], meaning that the ratio between the distances to the first and second nearest neighbors
should differ significantly from 1. The rationale behind the second test is to ensure discriminative
power: if the second nearest neighbor is not much further away than the nearest one (there is at
least one close competitor), then the match may easily be wrong.

The tests point to an important insight: the requirement for successful matching, namely
sufficiently similar and unique descriptors, are rather different from the criteria enforced during
interest point extraction. Therefore, [11] propose to predict the matchability of a given fea-
ture/descriptor explicitly. Standard matching must retrieve the nearest and the second nearest
neighbor for every image feature, which is computationally demanding and at the same time
wasteful, because the majority of the tested matches is discarded by the subsequent ratio (and/or
distance) test. The question asked in [11] is whether it is possible to predict from the descriptor
alone whether a feature will pass the tests. The prediction can be run before nearest neighbor
search and independently per image, thereby making the matching more efficient (see Fig. 3).

To predict the matchability, one can train a standard binary classifier. As input, the classifier
takes the feature descriptor. As output, it delivers a (soft) classification into features that are likely
to pass the matching tests, and features that are unlikely to pass it. The classifier is trained on a
large (>400,000) set of features that have been exhaustively matched to determine whether they
survive the test or not. The positive training set is formed by all interest points which appear in at
least one successful match. All other interest points form the negative training set. Experiments
have been run with both a random forest classifier (RF) and a support vector machine (SVM),
with practically identical outcomes.

The prediction is inserted between descriptor computation and feature matching. The de-
scriptors of all detected features are classified in order to get a binary decision “matchable” or
“non-matchable”.2 All non-matchable features are discarded and only the matchable ones pass
on to matching. Compared to the two previous pruning strategies the prediction does require an

2Empirically, the optimal threshold for the decision score was established as 0.425, rather than the natural 0.5, i.e. the
learned classifier was too strict.
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Figure 3: Matching two feature point sets. In the standard setting a large number of matching candidates are found, only
to be decimated by (distance, ratio) thresholds (left). Predicting who will pass the thresholds shortens the candidate list
with only little impact on the number of matches (middle). A stricter feature point detector also shortens the list, but a
high detector response does not guarantee good matchability (right).

extra effort, to extract a larger number of descriptors and perform the actual prediction. However,
the necessary time is negligible compared to the time needed for querying the kD-trees during
matching. Recall that each image needs to be matched with many others, whereas descriptor
computation and classification must be done only once per image.

If the result of the classification was completely correct (interest points classified non-matchable
would not have generated a tie-point anyway), then reducing the features before matching would
not influence the reliability and accuracy of matching. In principle one could go further and
design a probabilistic matching procedure that exploits the soft classifier score. Still, discarding
non-matchable features with a hard threshold has shown to be an effective strategy and reduces
the memory footprint, since non-matchable descriptors do not need to be stored.3

2.2.3. Experiments and results
Datasets. Three datasets are used to evaluate the described pruning strategies. The dataset UR-
BAN is a 4-min video sequence containing 1000 images from a mixed urban/natural environ-
ment. The images are recorded with a fish-eye camera. The same camera was used, in a separate
recording session, to obtain the training data for matchability prediction. The PARK dataset is an
unordered image collection recorded with a perspective DSLR camera. It consists of 121 images.
The observed scene comprises a small building in a park surrounded by grass and trees as well
as a terrace with a staircase. The NOTREDAME dataset [38], which is publicly available, is an
unordered image collection downloaded from Flickr [47]. The 715 images were taken by tourists
at different times of the day, throughout the year. In the experiments the same matchability clas-
sifier is used for all three datasets. There is no need to retrain the classifier when using a different
camera or a different (outdoor) dataset.

Qualitative results. A visual comparison of the different ways to reduce the number of interest
points before matching is shown in Figure 4. We first show the result of interest point extraction

3Project page with classifier code available at: http://www.igp.ethz.ch/photogrammetry/research/pm.
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Figure 4: Sample images from sequences URBAN (left), PARK (middle), and NOTREDAME (right). Interest points of
the reduced point sets are denoted by color dots.

without any pruning, and then compare it to the different pruning strategies, tuned to obtain a
comparable number of interest points.

The behavior of the high dog strategy is shown in Figures 4d to 4f. In all three example
images, areas with many points are those with high contrast, for example the border of the sky
region or tree parts. Many of these points will in all likelihood not generate a valid match.
Another finding is that the distribution of interest points with this method is mainly governed by
large-scale contrast differences. These are distributed rather unevenly across most images, which
leads to a weak tie-point distribution for the subsequent geometry computation.

The high scale strategy selects features detected at low resolutions of the scale pyramid.
These features in Figures 4g to 4i have a rather even distribution in the image. Intuitively speak-
ing, the main effect of this strategy is to throw away the finest one or two scales, while the
remaining features are kept, bringing the reduced point set close to a random selection. Since the
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(a) high response, non-matchable (b) low response, matchable

Figure 5: Detector response vs. matchability. Not all high-contrast points have unambiguous descriptors (a), whereas
some low-contrast points do (b).

scale threshold has no preference for structured neighborhoods (once a point passed the detection
threshold), there are noticeably more not very useful features in the sky than with the other two
strategies.

The matchability prediction shows the most intuitive behavior. For the URBAN dataset the
example image, Figure 4j, shows that there are many features classified non-matchable on the
street surface and on the vegetation. In the PARK example, many interest points are found on
vegetation, but the majority of these is judged non-matchable and removed by the prediction. On
man-made objects which are more structured the interest points are largely preserved, Figure 4k.
These points are particularly important for the subsequent steps of 3D reconstruction, because
they are stable when observed from different viewpoints. For NOTREDAME, matchable de-
scriptors are quite evenly distributed across the architectural structures, Figure 4l.

These three example images show that the point selection methods differ significantly. As
expected, points with high dog response are found in high-contrast regions. However, the mag-
nitude of the local gradients by itself does not guarantee successful matches, rather it seems
advisable to take into account the gradient pattern. Note in this context that modern descriptors
like SIFT in fact normalize for brightness and contrast. The comparison between detector re-
sponse and matchability is illustrated in Figure 5. The point shown in Figure 5a has high dog
response but cannot be matched. The point in Figure 5b would have been discarded by a stricter
DoG threshold, but its SIFT descriptor could be matched successfully to obtain a tie-point.

Quantitative results. To quantitatively assess different point selection methods, we compare
ROC-curves, see Figure 6. These curves are based on the following intuitive definitions. True
positives (TP) are interest point pairs which can be successfully matched between the full point
sets, and where both points are in the reduced point set, i.e. the respective pruning method re-
tained them as desired. True negatives (TN) are interest point pairs that are rejected by the ratio
or distance tests, and where at least one point is not in the reduced set, meaning that the rejec-
tion was correct. Complementary to those, false positives (FP) are matches which did not pass
the tests although both points were retained. And false negatives (FN) are point pairs that were
rejected although they would have passed the matching criteria. For an actual application, an im-
portant question is how methods compare w.r.t. computation time and memory footprint. Since
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Figure 6: (a-c) ROC curves of the three evaluated methods. matchable (green), high dog (blue), and high scale (red).

computation time depends on implementation details, we tune the selection methods such that
they retain a similar average number of interest points (marked by squares on the ROC-curves).
This corresponds more closely to equal memory consumption, but since the computation time is
dominated by nearest neighbor look-up, see Table 1, the comparison is also meaningful in terms
of computation time.

Note that the experiment has a slight bias against (all) selection methods: whether a point
passes the ratio test is determined based on the full set, while after selection there are fewer
competing points and thus a higher chance to pass the ratio test. An experiment without that bias
is rather hard to design, because re-running the ratio test after selection implies that the resulting
matches are no longer a subset of those obtained with the full set.

The statistics for the URBAN, PARK, and NOTREDAME datasets, Figure 6, are based on
499,500, 7260, and 255,255 image pairs, respectively. Especially for very wide-baseline pairs
which have only little overlap, the vast majority of nearest neighbors are incorrect and do not pass
the ratio and distance tests. For these image pairs any rejection is likely to be correct Accordingly,
the three evaluated methods perform similar and reject ≈ 80% of the non-matchable pairs, as can
be seen from the (1-FPR) values of the squares in Figure 6. On the contrary, the three methods
exhibit rather different performance with regard to the points that are retained and passed to the
matching stage. The learned prediction preserves ≈ 70% of the possible matches. In practice
this loss is normally acceptable for the subsequent reconstruction pipeline and does not harm the
final result [11].

The reduction factor with the learned prediction depends on the interest point descriptors,
whereas the one of the high dog method depends on the contrast range of the input data. We
thus set individual thresholds: 0.01 for URBAN, 0.03 for PARK, and 0.014 for NOTREDAME,
to (approximately) match the number of points predicted as matchable. For the PARK data the
prediction is particularly successful in rejecting interest points, because of a large fraction of
points on the vegetation. At such high rejection rates the repeatability suffers a lot for high dog,
where less than 20% of the feasible matches survive the reduction, as opposed to ≈ 50% for the
other two datasets. The high scale approach shows yet another pattern. Features detected at the
highest scales are often successfully matched, i.e. such matches indeed often pass the ratio and
distance tests. But quite often there are not enough of them for the subsequent robust orientation.
To match the reduction ratio of the prediction method, which empirically retains enough matches
to guarantee satisfactory orientation and 3D reconstruction, one has to choose a less strict scale
threshold, approximately double the size (radius) of the smallest detectable feature. With such a
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URBAN all matchable high dog high scale

# image pairs 499,500
DoG+SIFT 1,530 s 1,530 s 990 s 470 s
build KD-trees 140 s 35 s 35 s 35 s
query KD-trees 65,240 s 18,230 s 18,230 s 18,230 s
classification — 80 s — —
total 66,910 s 19,875 s 19,255 s 18,735 s

PARK all matchable high dog high scale

# image pairs 7,260
DoG+SIFT 780 s 780 s 345 s 190 s
build KD-trees 215 s 35 s 35 s 35 s
query KD-trees 11,895 s 1,960 s 1,960 s 1,960 s
classification — 70 s — —
total 12,890 s 2,845 s 2,340 s 2,185 s

NOTREDAME all matchable high dog high scale

# image pairs 255,255
DoG+SIFT 2,820 s 2,820 s 1,740 s 660 s
build KD-trees 600 s 205 s 205 s 205 s
query KD-trees 180,755 s 74,680 s 74,680 s 74,680 s
classification — 205 s — —
total 184,175 s 77,910 s 76,625 s 75,545 s

Table 1: Matching times for the three datasets.

generous threshold, the selection process becomes more and more random, such that only ≈ 25%
of the feasible matches survive the reduction.

The speed-up achieved by interest point selection method is quantified in Table 1. Timings
are measured for C++ code on a six-core desktop PC.4 The speed-up depends on the scene, since
some environments contain more distinctive points than others. Matching is three times faster
for URBAN and more than four times faster for PARK with the reduced point sets.

3. Efficient matching solutions

So far, we have discussed how to make matching more efficient for a given image pair. ANN
search and pruning of interest point sets both improve matching efficiency, and these improve-
ments are general for any application where tie-points must be matched. Unordered image sets,
which must be processed without any knowledge about the camera layout, pose an additional
challenge. Since no temporal or spatial ordering is available, a naive approach would be to
exhaustively match each image with all others, which scales quadratically with the size of the
image set. For large image sets, the vast majority of image pairs have no overlap, so no correct
matches can be found and the invested effort is wasted. In this section, we review several strate-
gies that restrict the number of pairwise matching operations, or even sidestep pairwise matching
altogether.

4Care has been taken to use the same standard open-source codes and ensure a meaningful relative comparison.
Absolute computation times could be decreased significantly by code optimisation and/or parallelization on graphics
hardware.
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3.1. Reducing the number of image pairs by image retrieval

The crucial bit of information to avoid fruitless matching efforts is the connectivity of the
image set, i.e. the knowledge which pairs of images overlap (share a significant portion of the
viewfield). Given this information, only the overlapping pairs must be matched. Moreover, the
connectivity is also useful for further processing, e.g. unconnected parts can be oriented and
triangulated separately. A convenient way to represent the connectivity is a match graph (or
image graph). The nodes of that graph correspond to the images, and an edge between two nodes
indicates that the images share a sufficient number of tie-points.

3.1.1. Skeletal graphs
Match graphs were first explored as a tool to speed up orientation rather than matching [40].5

Based on the observation that not all input images have the same importance for the network,
the full match graph was reduced to a skeletal graph. The idea is to use only the cameras in the
skeletal graph for an initial 3D reconstruction, and register the remaining images to the initial
3D model in a second step. Their skeletal subset should thus be chosen such that it allows for an
accurate and complete model, while reducing the computation time for network orientation and
bundle adjustment as much as possible. The loss of quality is quantified via the covariances of
pairwise orientations along the selected edges, which should remain below a predefined bound.
Technically, the edges of the original match graph are weighted by these covariances. In the
weighted graph, a so called maximum leaf t-spanner is found and augmented with additional
edges to guarantee the bound. The initial reconstruction of camera poses and tie-points is done
only with the skeletal set, i.e. the set of the internal nodes of the skeletal graph. Further images
are connected to the 3D model later, see Figure 7.

Note that the method described so far does not yet speed up matching: to set up the full match
graph in the beginning, one must exhaustively find the pairwise tie-point matches for all image
pairs.

3.1.2. Approximate match graph
A more efficient construction of the match graph was proposed in [1].6 Rather than precom-

puting the complete connectivity, the graph is built iteratively. In each round a set of candidate
edges is proposed and verified by matching the two respective images: if the number of obtained
matches is high enough, the edge is accepted. The proposals are generated with two mechanisms,
both building upon well-established image retrieval approaches: (i) t f -id f image similarity and
(ii) query expansion. This approach does bring a significant speed-up, provided that the proposals
correlate well with the actual image overlap.

Image similarity. Image retrieval by visual similarity [37, 29] was inspired by text retrieval. The
image is thought of as a document and descriptors are thought of as text fragments, which are
quantized to a discrete set of “visual words”. Given a query image, the goal is to find database
images in which many similar feature descriptors (identical visual words) occur. Descriptors
from many images are clustered to obtain a vocabulary of visual words, e.g. with k-means clus-
tering. During retrieval, the descriptors from the query image are assigned to the closest visual
word in the vocabulary.

5Project page with paper available at: http://www.cs.cornell.edu/~snavely/projects/skeletalset/.
6Project page with code available at: http://grail.cs.washington.edu/projects/rome/.
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Figure 7: (Left) The full match graph of the reconstruction of Stonehenge. (Right) The corresponding skeletal graph.
The inner (black) nodes of the skeletal graph form the skeletal set. Figure courtesy of N. Snavely.

To measure image similarity, a weighting scheme is introduced, again mimicking text re-
trieval. An image is represented by a histogram of visual words weighted by the t f -id f (term
frequency - inverse document frequency) method: words in the image are counted, and the counts
are weighted inversely to the frequency of the word in the entire database so as to put more weight
on rare words. Note that the resulting sparse histograms no longer contain any information about
spatial relationships between features, which is why they are often referred to as “Bag of Words”
(BoW). Similarity between t f -id f vectors can be computed efficiently via the scalar product.

In the context of constructing a match graph, the similarity is used to retrieve pairs of similar
images, which then form the initial edge proposals. In order not to unnecessarily fragment the
reconstruction into disconnected components, the top N (typically 10) most similar images for
each input image are taken into consideration.

Query expansion. Query expansion [7] is a straight-forward way of increasing the recall of im-
age retrieval, by re-submitting the, say, top 5 most similar images as additional queries. To
densify the match graph, a similar mechanism can be employed. The second set of edge propos-
als is constructed to form the transitive closure of the already verified edges: if the two nodes i
and k are both already connected to a common node j, then the edge between i and k is proposed
for verification, as it is likely to have enough matches. The process can be further iterated until
convergence.

3.1.3. Interleaved match graph construction and 3D modeling
Image similarity estimated from t f -id f vectors can be used in different ways to guide an

efficient 3D reconstruction pipeline. In [14] camera pose estimation and tie-point triangulation
are interleaved with the incremental construction of the match graph. Triplets of mutually similar
images are sampled from the input set and verified with a number of cheap geometric tests. If they
pass the verification successfully, an atomic 3D model is constructed and the three images are
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Figure 8: Reconstruction by creating and merging atomic 3D models. (Top) Four different partial 3D models where the
atomic models are denoted by colored triangles and the connections by black lines. The reconstructed 3D points are
shown as colored dots. (Bottom Left) The resulting model merged from the four partial models. Connections between
the atomic models are again denoted by black lines. (Bottom Right) Gray lines and dots denote cameras registered
individually to the merged model in the final processing step.

removed from the image set. The process is repeated until no further atomic 3-view models can
be constructed. Then the atomic models are gradually merged into a larger model. Candidates
for merging are again found by searching for models whose images attain high similarity scores.
In the end, unused images are connected to the model(s) individually to ensure all possible views
are used, see Figure 8.

An even tighter integration of the matching and reconstruction steps has been explored
in [15]. The computation is no longer separated into sequential rounds of atomic 3D model con-
struction, model merging, and image registration. Instead, the individual reconstruction, merg-
ing, and refinement steps are processed in a single priority queue. In this way small 3D models
are obtained very soon, and then further grown, merged, and/or refined as more computational
resources become available.

Note that if image similarity is indeed a good estimate of matchability, then most of the tested
image pairs will match successfully, and almost no effort is wasted. On the other hand, a high
similarity alone is not an indication that an image pair is valuable for the 3D reconstruction.
Image retrieval from large data sets by construction tends to return images with very similar
viewpoints, which can be matched very well but contribute little to 3D modeling, due to the short
baseline. In the following section we describe methods which avoid this pitfall, by selecting a
suitable subset of the individual images, rather than of the possible image pairs.

3.2. Reducing the input image set

Two common properties of the unordered image sets, especially those collected from multiple
photographers or photo-sharing sites, are (i) some scene parts are usually covered by several
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(a) before geometric verification

(b) after geometric verification

Figure 9: (a) Images with high similarity to one of the cluster medoids of ROME dataset. Note images in the bottom
row which do not match with the rest. These can be filtered out based on geometric consistency. (b) The successfully
geometrically verified images that validated the cluster. Figure courtesy of [9].

nearly identical shots; and (ii) in some regions the connectivity is low and individual images
have high importance to preserve connections. This heterogeneity is a challenge when trying
to reduce the image set and speed up matching and 3D reconstruction. The goal of the methods
presented in this section is to find a smaller, representative subset of the input images. Redundant
images should be eliminated, while the unique ones are kept.

3.2.1. Image clustering and iconic views
To reduce the number of input images with similar viewpoint an obvious idea is to find clus-

ters of very similar images and represent each cluster by a single image, the so called “iconic
view” [21]. To make sense, the similarity used for clustering must be much cheaper to com-
pute than the actual pairwise matching. A particularly efficient approach is to use global image
descriptors such as GIST [31], but one could also use others, e.g. t f -id f vectors.

In [9, 8] the clustering was done by compressing GIST descriptors to binary strings and using
the Hamming distance, to further improve computational efficiency. This also saves memory and
makes it possible to fit the information from over a million images into the limited GPU memory.
Clusters are found with standard k-medoids clustering. Empirically, it has been observed that the
largest clusters are often the cleanest ones, so that the corresponding iconics can be given higher
confidence and/or priority for further processing [21].

By construction the clusters contain visually similar images. On the other hand, this does not
necessarily mean that all images are also geometrically consistent, see Figure 9a. [9] therefore
propose a further geometric verification. A small subset of images closest to the cluster medoid
is selected, all image pairs in this subset are matched, and the putative matches are geometri-
cally verified, e.g. by fitting an epipolar geometry with RANSAC. If there are not enough inlier
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matches in an image, another one from the cluster can be selected to substitute the invalid one.
The entire cluster is validated only if it contains enough valid images, see Figure 9b, otherwise
the complete cluster is rejected. Instead of the medoid, the image with the highest number of
verified matches then serves as the iconic image for the cluster. For further processing, a match
graph or skeletal graph can be set up only between the iconic images, and used to orient them.
The remaining images are then again registered to the 3D model.7

3.2.2. Connected dominating image sets
A different way to prune the input image set for pairwise matching is developed in [15].

Instead of GIST, BoW are used to measure image similarity, which allows for an even more
drastic reduction, because in the presence of viewpoint changes t f -id f similarity is a better
proxy for image overlap than GIST-like global descriptors, see Figure 10. The idea is to generate
a surrogate match graph based on the t f -id f similarities, and then select a subset of nodes such
that all images not in the subset have a connection (i.e. high estimated overlap) with at least one
member of the subset. This procedure shall ensure that after orienting and triangulating only the
selected subset, all other images can be registered to the preliminary reconstruction. Technically,
the search for the subset amounts to finding a minimum connected dominating set (CDS) of the
surrogate match graph. Note that finding the minimum CDS is closely related to finding the
maximum leaf t-spanner for the skeletal graph, however constructing the surrogate match graph
is computationally a lot less demanding than constructing the true match graph, as in [40].

Finding the minimum CDS of a graph is known to be NP-hard, so one normally resorts to
a greedy approximation [10], which is linear in the number of input images. Recently a more
sophisticated approximation was investigated [12], which finds an optimal minimum dominating
set by integer linear programming, and extends it to a connected dominating set with another
linear program. Empirically the resulting imageset is only slightly smaller, and supports the
observation that the much faster greedy search is appropriate.

3.3. Matching multiple images simultaneously
The methods presented so far build upon pairwise image matching as the fundamental pro-

cessing unit. Given an input image set, some image pairs are matched and the pairwise cor-
respondences are combined, e.g. using a match graph. We now turn to methods that adopt a
different strategy: efficient schemes to construct multi-view matches across multiple images si-
multaneously.

3.3.1. Linear-time matching of unordered image sets
The work of [34] is perhaps the first approach specifically designed for matching unordered

image sets. It consists of two steps: (i) a hashing technique which generates noisy putative
matches among feature point descriptors from all input images simultaneously; and (ii) a greedy
spanning tree construction guided by the result of hashing, which grows the number of pairwise
matches and cleans them up with geometric verification. Both steps are designed to have com-
putational complexity linear in the number of input images, respectively linear in the number of
features extracted from the input images.

The method appeared before the rise of SIFT and its descendents and uses a now obsolete
affine-invariant descriptor, but could in principle also be used with modern descriptors. During

7Project page available at: http://www.cs.unc.edu/~jmf/rome_on_a_cloudless_day/.
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Figure 10: Images of an (approximate) minimum connected dominating set, computed for the DITREVI fountain. The
original set of 2,545 images has been reduced by 97%, to the depicted 70 images.

the hashing step, the descriptors from all images are queried with a binary space partitioning
tree, in order to find sets of descriptors within a certain distance (dissimilarity) from the query
descriptor. This yields a preliminary set of putative multi-view matches, which are very noisy
(i.e. contaminated by matching errors). In the subsequent filtering stage, the matching is repeated
within each individual image, and descriptors with more than five matches in the same image are
discarded as overly ambiguous.

Next, a table is generated which counts, for each pair of images, the number of putative
matches after filtering. The table is converted to a surrogate match graph with edge weights
according to the counts. Then the maximum spanning tree of the graph is found, and every
time an edge is inserted into the spanning tree the number of matches for the corresponding
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(b) inverted file generation

Figure 11: Feature tracks are implicitly created in the records of the inverted file. Assuming perfect quantization, all
instances of the same visual word from different images end up in the same record of the inverted file, giving rise to a
multi-view correspondence between their associated feature points.

image pair is increased further by affine registration which is used to guide the search in the local
neighborhood for further matches [32]. Finally, epipolar geometry estimation is used as filter to
remove incorrect matches.

3.3.2. Vocabulary based matching
Recently, a method was proposed to perform simultaneous matching across thousands of

images [13]. The method is again inspired by image retrieval ideas.8 The trick is to match the
images to a (very fine) visual vocabulary of 16 million words [27], instead of matching them
to eachother in a pairwise fashion. This also reduces the complexity from quadratic to linear in
the number of images. Interest points (originally Hessian-Affine features, but the method has
since also been tested with conventional DoG features) are extracted, described with SIFT and
quantized w.r.t. the fine vocabulary. This quantization (and also the feature point extraction) is
not only linear in the number of images, but also trivially parallelizable.9

Next, an inverted file is generated by iterating through all quantized features (visual words)
in all images. Each inverted file record then contains a list of all images in which a given word
appears, see Figure 11. Two additional checks are performed before an image is input into

8Project page with source code available at http://www.igp.ethz.ch/photogrammetry/research/vocmatch.
9The vocabulary is stored in a two-level tree of 4’096×4’096 words, so quantization corresponds to two rounds of

nearest-neighbor search per descriptor.
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1 2 3 4 5 6 7

(a) image clustering

1 2 3 4 5 6 7

(b) export of matches

Figure 12: Cluster formation and the export of pairwise matches from the inverted file. (a) Clusters are formed as
transitive closure of pairs of images that share a sufficient number of visual words. (b) Pairwise matches are exported
from each of the inverted file records, by enumerating all 2-element subsets in the same cluster.

the record: (i) the respective word must be unique (appear only once) in the given image; and
(ii) the respective word must be rare in the whole database (appear in ≤1% of all images). The
role of these filters is partly technical and partly conceptual. Condition (i), which rejects only
a negligible fraction of feature points thanks to the extremely fine quantization [6], ensures a
one-to-many mapping from words to images, so that no ambiguities remain that would have to
be resolved by explicit matching. The idea behind condition (ii) is similar to the one behind
t f -id f weighting: only words which appear rarely are distinctive enough. It is unlikely that a
word which appears in, say, 10% of all images would correspond to a single 3D tie-point, even
if the word is unique in each image. Furthermore, the efficiency of the method improves by
limiting the maximum track length, too, because the number of pairwise matches exported later
is quadratic in the length of the inverted file records.

Clustering. Often unordered image collections naturally decompose into several smaller clusters
that are disconnected, i.e. there are no images that would link them into a single 3D model (e.g.,
in online photo collections there are typically not enough images of touristically uninteresting
places to connect the densely covered areas around touristic landmarks). In such situations it is
common practice to apply the 3D reconstruction routine for each cluster separately (and possibly
repeat it later after acquiring the missing images). When working with vocabulary-based match-
ing, the clustering falls out naturally, using solely information present in the inverted file records.
The number of putative matches for each pair of images, i.e. the number of words that were
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MERGED ROME
number of images 9,469 13,049
SIFT extraction (6 threads) 8h 40min 11h 30min
feature quantization (6 threads) 1h 30min 1h 50min
inverted file generation 35min 41min
counting number of shared VWs 10min 17min
number of discovered clusters 3 13
export of matches 30min 1h 15min

Table 2: Runtime of processing steps for vocabulary-based multi-view matching. Note that feature extraction is needed
for any feature-based 3D reconstruction method, and quantization is needed by any method that uses BoW similarity to
increase efficiency. For datasets around 10,000 images the actual matching after these preprocessing steps takes on the
order of 1 hour, and the subsequent export of pairwise matches takes about the same time.

dataset imgs pairs proposed 448× GPU 24× CPU 1× CPU
MERGED 3,967 3,112,279 30min 17h 45min 53h 30min 1,240h

35× 107× 2,480×
ROME 8,463 5,857,398 1h 15min 33h 45min 73h 40min 1,705h

27× 59× 1,364×

Table 3: Single-threaded match export from an inverted file vs. existing multi-threaded matching solutions. Note that
only image pairs within the (estimated) clusters are matched, so the number of image pairs is significantly smaller than
the quadratic set of potential pairs in the raw image set.

detected in both images, can be counted easily by iterating through all words and incrementing
respective elements of a symmetric N ×N matrix. To form the clusters, the matrix is thresholded
with a minimum desired number of matches, giving rise to a binary adjacency matrix, which is
equivalent to the match graph. Connected components analysis on that matrix/graph therefore
immediately yields the clusters.

Integration with 3D reconstruction routine. Large-scale 3D reconstructions are normally built up
incrementally, so that one can use simpler 2-view or 3-view relations for geometric verification
and outlier rejection. In the experiments, Bundler [39] is used due to its simple text interface to
plug in the matcher. In order to break down the vocabulary-based multi-view correspondences
into pairwise matches, one needs to iterate through the records of the inverted file again. This
time, only all pairs of images in a record that belong to the same cluster give rise to a putative
match, see Figure 12. In the case when the track originally contained images from different
clusters, the export will also break incorrect tracks merged by chance. This comes for free
through the clustering, before costly geometric verification.

Runtime analysis. Two crowd-sourced datasets were used for evaluation. The first one, MERGED
provided by [12], was sourced directly from Flickr [47] by searching for three touristic land-
marks, namely Fontana di Trevi in Rome, Duomo in Milan, and the Old Town Square in Prague.
The second dataset, ROME provided by [22], is not a raw search result from Flickr, but rather
a collection of orientable images of famous Rome landmarks like the Colosseum, St. Peter’s
Basilica, Fontana di Trevi, Pantheon, etc. [22].
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Running times achieved on Intel(R) Core(TM) i7-3930K with 24 GB of RAM (64-bit Linux)
are shown in Table 2. All steps except SIFT extraction and FLANN [28] quantization are single-
threaded, implemented in MATLAB. After inverted file generation and counting shared visual
words between all pairs of images for the clustering, constructing the adjacency graph and search-
ing for the connected components takes less than 10 s.10

The method correctly found the 3 clusters for MERGED and the 13 largest clusters of ROME.
As a baseline we run exhaustive pairwise matching only within the clusters found with vocabulary
matching. The strict baseline, exhaustive testing of all pairs, is intractable. Computation times
are given in Table 3. Exporting the matches constructed with the fine vocabulary is more than
an order of magnitude faster than massively parallel matching on the GPU, and two orders of
magnitude faster than ANN matching parallelized over 24 CPU cores.

3.4. Comparison of efficient matching strategies

We now turn to an experimental evaluation of some of the described matching methods for
unordered image sets. It is important to understand that the goal of the evaluation is to empir-
ically confirm the strengths and limitations of different methods. It is not a comparison in the
sense of a competition. Different matching strategies described above have been designed with
different objectives and cannot be directly compared. In particular, we can identify two groups of
methods (which in practice can also be combined): For the first group, which includes retrieval-
based selection of pairs (Section 3.1) and also exhaustive multiview matching (Section 3.3), the
stated goal is to avoid wasting time on unmatchable image pairs, but to recover the multiview
correspondences as completely as possible for those image pairs which can be matched. On the
contrary, the second group, which includes iconic view selection (Section 3.2.1) and dominating
sets (Section 3.2.2), deliberately omits many matchable image pairs and aims for a minimal set
of images just big enough for a sufficiently complete and accurate 3D model.

This latter point in fact highlights the problem that there is no ideal quality metric for tie-
point matching methods. The ultimate quality measures for the task would be the accuracy
and completeness of the subsequent 3D reconstruction. However, on the one hand accuracy
and completeness are competing goals and require an application-specific trade-off; on the other
hand, even if we settle for one or the other the accuracy, respectively completeness, of the final
result will depend on many factors not related to matching (design and robustness of camera
pose estimation and bundle adjustment, type and quality of dense surface reconstruction, etc.).
Moreover, in unordered and highly redundant camera networks simple proxies like the numbers
of oriented cameras or reconstructed 3D points say little about model accuracy and completeness.

Here, we therefore settle for a low-level evaluation at the level of matches, to highlight the
computational cost as well as the quality and completeness of the raw matching results before
further processing. The experiments are run on the same image set ROME, but the results should
be seen as a guide to a set of complementary methods, not as a ranking.

To obtain ground truth, i.e. the set of all achievable correspondences, we process the eight
largest clusters of ROME, each comprising of 750-2000 images, with exhaustive pairwise ANN
matching. When done separately for each cluster, this is possible in few hours when parallelized
across 24 CPU cores. Based on that ground truth, the following metrics are used for evaluation.

10Note that the clustering and export steps can be avoided if approximate pose information is available from other
sensors. Then, one is able to filter out outliers without looking at the individual image pairs and proceed directly to
bundle adjustment of the multi-view correspondences.
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Figure 13: (a-c) Recall for the image pair proposals of St. Peter’s Basilica, a 1,425-images large cluster of ROME
dataset. The performance on the other clusters was similar, with slightly worse recall for densely connected clusters such
as Fontana di Trevi.

The speed-up is estimated by the ratio of image pairs for which full descriptor matching must
be carried out. I.e., we compare the number of all possible image pairs ( 1

2 N(N −1) per cluster) to
the number of image pairs that a method proposes and submits to the descriptor-matching stage.
In this simplified view, the method-specific overheads like feature quantization or solving simple
graph problems is neglected – these steps scale only with the number of images, hence for large
image sets they are negligible compared to the matching time.

The quality of the proposed image pairs is evaluated in two ways. (i) we measure precision,
defined as the portion of proposed image pairs which produce at least 16 matches, a typical value
used in 3D modeling pipelines to include a camera in the network. Note, since the clusters of
ROME depict the landmarks mostly from the most popular viewpoint, an atypically high 20-40%
of all image pairs actually do produce 16 or more matches. (ii) we measure recall, defined as the
portion of image pairs with a certain number G of ground truth correspondences that are found
by a given approach. Recall is evaluated for different values of G to show how it changes as the
system becomes stricter and uses only very reliable image pairs.

Retrieval-based surrogate match graph. Our implementation is similar in spirit to [1]. All
SIFT descriptors extracted from the ROME images are used to train a visual vocabulary of
100,000 words. For the images in a given cluster the descriptors are quantized w.r.t. this vo-
cabulary and t f -id f scores are computed per image. For every image, the most similar images
in the cluster are retrieved to form candidate pairs, using the scalar product between t f -id f vec-
tors as similarity measure. We evaluate for the 10, 20, and 50 candidate pairs, which for the
ROME data leads to speed-up factors of 90, 45, and 20, respectively. The similarity predicts the
information in the true match graph very well, as all pairs with a high number of ground truth
matches are retrieved, see Figure 13a. This reflects the fact that the method is designed for high
recall. Query expansion would further improve recall, but was not included in our simplified
implementation. The proposed image pairs have a precision around 90%, so some unmatchable
pairs do slip through for which the matching effort will be wasted.

Minimum connected dominating set. The approach of [15] was selected as the perhaps most
radical method to prune input images to a minimal representative image set. In this case, the
t f -id f similarity scores serve to define the surrogate match graph. Different similarity thresh-
olds {0.125, 0.15, 0.175, 0.2, 0.225} were tested to create graphs of different density. Note that
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(a) Minimum CDS (b) VocMatch

Figure 14: 3D point clouds and camera poses estimated by [39] from the matched tie-points. (a) Minimum connected
dominating set. Cameras in the CDS in green, single-connected leafs in red. (b) Vocabulary matches. Note, due to the
extreme number of similar views this is a rather challenging dataset for the method, as some valid matches get removed
by the rarity constraint.

with overly high similarity threshold (in our case ≥ 0.175), the graph can fragment into several
components that are not connected to each other. In such cases, we simply throw away all but the
largest component. For the largest connected component the minimum CDS is computed with
the greedy approach of [10]. All edges of the surrogate match graph that have both endnodes in
the minimum CDS define the initial candidate image pairs for matching. This minimal set is aug-
mented by one pair for each leaf node (image not in the minimum CDS): each leaf is connected
to the CDS member to which it has the highest similarity.

The minimum CDS typically contains only 10-15% (around 200) of the original images,
consequently the matching speed-up is as high as 700-1000×. The precision of the proposals is
95-100%, so almost no effort is wasted. On the other hand, recall is much lower, ≈ 65% of the
possible matching pairs are lost, see Figure 13b. This result does indicate that the reduction (by
design) is rather drastic, but it also shows that especially crowd-sourced image sets are extremely
redundant. Even with this radical pruning the 3D reconstruction pipeline still produces complete
and visually fairly accurate 3D models, see Figure 14a. So although the camera network is
heavily simplified the method does achieve its goal of maximal pruning with high precision. We
note that a softer version of this method is in principle possible, by requiring that leaves must be
connected to more than one CDS member.

Vocabulary Matching. Finally, we also include the multiview approach [13] in the evaluation.
For this experiment a fine vocabulary of 16M visual words was trained from SIFT features,
extracted from the images of the 1,000 most photographed touristic landmarks in the world [23].
All descriptors were then quantized and turned into an inverted file as described above. The
clustering step was skipped, in accordance with the experimental protocol for the comparison.
As expected, image pairs with a high number of ground truth (exhaustive) matches also yield
high numbers of matches via the vocabulary. We note that quite a large number of possible point
correspondences are lost, the number of matches per image pair is 4-6× smaller than with the
exhaustive baseline. Still, the reduced set of point matches is sufficient to produce complete and
visually correct 3D models, see Figure 14b.
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We evaluate vocabulary matching for three different thresholds, i.e. image pairs are accepted
only if they achieve at least 16, 50, or 100 matches, respectively. Figure 13c shows that, as
with t f -id f scoring, all reliable pairs with many ground truth correspondences are successfully
matched. With a low threshold of 16 the method has precision around 95%, i.e. it returns some
image pairs which have < 16 ground truth matches, due to random collisions in the vocabulary.
At higher thresholds this does not happen and precision approaches 100%.

4. Conclusions

The aim of this paper was a survey of contemporary methods for tie-point matching in large,
unordered image sets. In general, sparse feature point matching for views with low to moderate
viewpoint changes (approximately 30 degrees of rotation and a scale factor of 2) is a mature and
reliable technology, the problem in large-scale applications is the prohibitive cost of applying it
to large numbers of features across all possible image pairs. We have reviewed speed-ups at two
levels. First, methods were presented which reduce the matching time for a given image pair,
through efficient data structures and feature point selection. These strategies are general for any
tie-point matching scheme, even in ordered image sets or sequential video. Second, we have
reviewed matching of unordered datasets, where the most important task is to limit the number
of image pairs that are actually compared. We have discussed methods that do this by pruning
the image set, by testing only promising image pairings, or by clever strategies to recover corre-
spondence directly across many views rather than image pairs. By combining different strategies
appropriately it is nowadays possible to establish tie-point correspondences across thousands of
unordered images in a matter of hours. As far as possible we have also presented experiments
for the different methods, to give some indication about their characteristics and relative perfor-
mance.

Tie-point matching is no longer the dominating step of the reconstruction pipeline, so has the
problem been solved? Certainly, better methods will continue to appear, which are even faster
and more accurate. We see two main challenges ahead. On the one hand, as the number of
available images continues to grow, there will be a memory bottleneck. The methods we have
surveyed here still assume that all the information needed (e.g., the match graph or the inverted
file for feature quantization) fits into RAM and can be accessed quickly. Judging from the ex-
plosion of digital imagery, not only from internet users but also from cameras mounted on cars,
drones etc., it is only a matter of time before photogrammetric datasets no longer fit into memory.
This will require new methods, perhaps involving distributed and localized matching without ac-
cess to the full (surrogate) match graph. A second, more low-level problem is the still too limited
viewpoint invariance of current descriptors. In a number of practically relevant situations gaps
of more than 30◦ need to be bridged, e.g. at inaccessible corners or when combining terrestrial
and oblique aerial images. In our view, now that many of the previous hurdles of large-scale,
automated 3D modeling have been solved, this seemingly innocuous image processing problem
is one of the major limitations. Beyond its practical importance, the issue touches on a yet un-
solved scientific question of matching. Human observers can effortlessly find correspondences
for such large-baseline views, so even current “invariant descriptors” are clearly not using the
information in an optimal way.
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