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ABSTRACT

To enhance the spatial resolution of hyperspectral data, addi-
tional multispectral images of higher resolution can be used.
However, to combine the two data sources information about
the sensors is needed. In this paper we derive a model to
estimate the relative spatial and spectral response of the two
sensors. The proposed formulation includes non-negativity,
recovers remaining registration (shift) errors, and uses prior
information to adjust to the shape of the spectral response
with either l1 or l2 norm regularization. The framework is
tested both with real data and with simulated data where the
ground truth is known.

Index Terms— relative spectral response, relative spatial
response, hyperspectral super-resolution

1. INTRODUCTION

Hyperspectral imaging usually lacks the spatial resolution of
multispectral imaging. This is mainly due to the elementary
fact that larger pixels are needed to achieve an acceptable
signal-to-noise ratio (SNR) when the electromagnetic radia-
tion is split into many narrow spectral channels. Recently a
lot of research work [1, 2, 3, 4, 5] uses an additional multi-
spectral image (MSI), with higher spatial resolution, to spa-
tially enhance the hyperspectral image (HSI). This procedure
is referred to as hyperspectral super-resolution (or sometimes
hyperspectral fusion). To relate the HSI and the MSI much of
the existing work assumes that the (relative) spatial and spec-
tral responses of the two sensors are known in advance. In
fact, virtually all work on hyperspectral super-resolution uses
simulated data for evaluation, due to the difficulties of obtain-
ing high-resolution ground truth. Hence, the assumption is
perfectly met. When moving to real data, however, it is not
obvious that the exact spatial and spectral characteristics are
accessible. On the one hand the actual sensor characteristics
may not be known, or may differ from the specifications due
to aging of optical and electronic components, or mismatch
between the aerial/orbital enviroment and the laboratory [6].
Moreover, the two images are often acquired under different
viewing angles, lighting and atmospheric conditions.

The aim of this work is to derive the relative sensor char-
acteristics from the data, given (approximately) co-registered
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Fig. 1: A visual representation of the underlying model used
to define the relative spatial and relative spectral response.

HSI and MSI. Recovering the spatial response amounts to re-
constructing the 2D spatial “blur” kernel that integrates MSI
pixels into HSI pixels. Importantly, this also corrects remain-
ing (translational) errors of the co-registration. Conversely,
to recover the spectral response we estimate the shapes and
sizes of the 1D kernels that integrate HSI channels into MSI
channels. The spectral and spatial response functions are cou-
pled, in the sense that one must be known in order to directly
solve for the other. In practice, we find that estimating them
in two consecutive steps is sufficient. Iterating the two steps is
in principle possible, but brings no significant improvement.
We note that from images alone one can in general not recover
absolute sensor characteristics, but only the relative response
of one image relative to the other. Still, approximate knowl-
edge of absolute values can help to initialize and guide the
process. To evaluate our approach we use a pair of real re-
mote sensing images covering the same area (Fig. 2), and the
CAVE database of close-range images.

1.1. Image Formation Model

We assume that both the spectral and spatial response func-
tions are linear convolutions. Throughout, we write the two
images not as 3D image cubes, but reordered to matrices
with one pixel per column: H ∈ RB×p for the HSI and
M ∈ Rb×P for the MSI, with B > b the respective num-
bers of spectral channels, and P < p the number of image
pixels. With the (unknown) relative spectral and spatial re-
sponse functions R and B, the two images are thus, up to
noise, related as RH = MS, where S is a matrix that spa-
tially downsamples M according to the blur B. A graphical
overview of this model is shown in Fig. 1.



1.2. Related Work

There is not a large body of literature about estimating rel-
ative MSI/HSI sensor responses. To our knowledge it has
been investigated only for the application we are also inter-
ested in, namely as a prerequisite for hyperspectral super-
resolution; which itself is a quite recent topic. Yokoya
et al. [7] tightly constrain the spectral response to deviate
only slightly from the known (“pre-launch”) values. The spa-
tial response is modeled as a Gaussian blur with mean 0 (i.e.
perfect co-registration). Its variance is found by maximizing
the cross-correlation between the gradients of the HSI and the
downsampled MSI. Huang et al. [3] have proposed an uncon-
strained solution for the spectral response. This has however
already been shown to lead to implausible results [7]. Finally,
Simoes et al. [8] formulate a regularized quadratic problem
for estimating both response functions, assuming spectral
response curves of known width in the MSI. Both spectral
and spatial responses are regularized by penalizing their re-
spective gradients. Similar to our work, it is suggested to
separately solve for spatial and spectral blur. In contrast to
our work, non-negativity of the response is not enforced, and
regularization is limited to quadratic penalizers, which in our
experience tend to oversmooth the result.

1.3. Contribution

In this paper we focus on issues brought up by real data, and
propose a model with the following novel aspects. We con-
sider non-negativity of the responses, which seems physically
reasonable and significantly stabilizes the estimation. For the
spatial response we do not imply a Gaussian blur, but rather
only require it to be symmetric w.r.t. an unknown center. And
we refrain from regularization, which tends to affect the width
of the blur kernel. Estimating the center of the spatial re-
sponse allows one to uncover subtle (translational) misalign-
ments between HSI and MSI. This is useful, since in practice
accurate co-registration of images with different resolutions is
sometimes challenging. Finally, for the spectral response, we
use the l1 norm for data fitting, to increase robustness to out-
liers. And we also use l1 regularization, which is better suited
for steep, nearly rectangular response functions as often found
in modern MSI, such as ADS80 or Landsat-8 OLI [9]. We
also show that, by applying the estimated relative sensor char-
acteristics, one can identify areas which deviate from the pro-
posed model and may cause difficulties for super-resolution.

2. RELATIVE SPATIAL RESPONSE

The resolution difference between the HSI and MSI is
S =

√
P/p, here assumed to be S ∈ N+. LetR0 ∈ Rb×B

be an initial approximation of the relative spectral response,
which reduces the number of spectral channels from B to b.
Since using the approximate spectral response values does
not change the sharpness of the image [7], we can start from

estimating the spatial response. Let h = R0H ∈ Rb×p de-
note the image created from H having the spectral channels
of M. We seek to estimate the blur that will optimally fit
M to h under some spatial subsampling. To do so we split
the estimation into the horizontal and vertical components,
and compute this pair for every MSI channel i. By split-
ting the estimation, we assume the blur is separable. This
reduces the number of unknown coefficients and gives more
stable results, while still allowing for a flexible, anisotropic
representation of the blur. The search window size for the
blur coefficients in the MSI resolution is W = (2k + 1)S,
where k ∈ N and is determined empirically. For pixels j of
h we extract Z 1D patches of size W , either horizontally or
vertically. We solve the following optimization separately for
each MSI channel i:

argmin
b
‖hij − Lbi‖2

subject to Gbi ≥ 0 ,
(1)

where bi ∈ RW are the unknown coefficients of the blur,
hij ∈ RZ are the Z values of channel i at pixel j and L ∈
RZ×W is a matrix with Z rows of W -dimensional patches.
G ∈ RW×W is a matrix of which each row computes the
difference between elements in bi with successively decreas-
ing distances to the center of gravity of the blur. The row for
the point with the largest distance has only the respective el-
ement set to 1, to ensure non-negativity of all elements in bi.
To find the center of gravity (both in horizontal and vertical
direction), we first get a solution of Eq. (1) with G = IW ,
with I the identity matrix to enforce non-negativity. The final
2D blur for channel i is given by the product of the vertical
and horizontal kernels, B = bverb

>
hor. Eq. (1) is solved as a

quadratic program, using the interior point method [10]. The
offset of the blur kernel’s center of gravity from the center
of the window corresponds to the (global, translational) mis-
alignment between HSI and MSI.

3. RELATIVE SPECTRAL RESPONSE

Given that the HSI channels are very narrow and fully overlap
with the spectrum of the MSI, we can express each MSI chan-
nel i as a linear combination of HSI channels. The estimation
of the spectral response R ∈ Rb×B is thus independent for
each row, which leads to the following optimization for the
unknown spectral response ri ∈ RB of channel i:

argmin
r
‖F(mi −H>ri)‖1 + λi‖Dri‖α

subject to r � 0 ,
(2)

where mi ∈ Rp is the ith MSI channel, spatially downsam-
pled with the blur bi and λi ≥ 0 is a regularization param-
eter for band i, using the matrix operator D ∈ RB−1×B
to compute the differences to adjacent bands. The diagonal



Fig. 2: APEX (left in foreground, top) and ADS80 (left in
background, bottom) data strips, and crops from both images.

matrix F = diag(m2
i1, . . . ,m

2
iP ) ∈ RP×P holds individ-

ual weights for the elements mi (individual pixels). Pixels
with higher brightness values – and thus better SNR – in the
given channel contribute more to the estimation of ri. Em-
pirically, this weighting stabilizes the solution. The type of
norm α is selected to reflect prior knowledge about ri. Steep
response curves require α = 1, whereas for smooth, grad-
ually changing response curves α = 2 is preferable (other
choices are also possible, but complicate the optimization).
To solve Eq. (2) we again use the interior point method, start-
ing from the approximate spectral response used in Sec. 2. In
most practical cases we know in which region of the spectrum
the MSI and HSI overlap, hence we can limit the search to a
smaller number of bands B̂ < B. Note, this only places lower
and upper bounds on the response curve, the exact width need
not be known. The parameters λi are set individually for each
channel. Their choice is discussed in Sec. 4.2.

4. EXPERIMENTAL RESULTS

4.1. Data

Our first dataset are a pair of images covering the city of Wet-
tingen, Switzerland. The HSI was acquired by APEX [11] on
12/07/2013 with GSD≈3 m. It has 284 bands densely cover-
ing the range 0.4-2.4µm. The MSI was taken on 27/07/2013
by a Leica ADS80, with GSD=0.5 m. It has 4 spectral chan-
nels (blue, green, red and near infrared). The sensor is known
to have very steep, almost perfectly rectangular spectral re-
sponses [9]. The overlap of the two images is shown in Fig. 2.
Two subareas were used for testing. The HSI and MSI were
co-registered using mutual information.

Complementary to the airborne data we also test with the
close-range CAVE image database [12]. It contains 32 scenes
with a large variety of colors (respectively, materials). The
scenes were recorded in 31 spectral channels that span the
range of 400-700 nm, and also as a conventional RGB image.
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Fig. 3: Estimated relative spatial response of channel 1 for
k = 4. 1D kernels in color, 2D kernel in gray.

X-coordinate Y-coordinate
k k

channel i 4 5 6 4 5 6
Blue -0.5 -0.4 -0.4 0.7 0.6 0.6

Green 0.6 0.6 0.7 1.0 1.1 1.0
Red 0.0 0.1 0.1 1.2 1.2 1.1
NIR -2.3 -2.5 -2.6 1.9 1.9 1.9

Table 1: Mis-registration in pixels between HSI and MSI per
image channel of the airborne data, in the MSI resolution.

X-coordinate Y-coordinate
k k

channel i 4 5 6 4 5 6
Blue -1.6 -1.6 -1.6 0.9 0.9 0.9

Green -1.6 -1.6 -1.6 0.8 0.8 0.8
Red -1.6 -1.6 -1.6 0.8 0.8 0.8

Table 2: Mis-registration in pixels between the simulated data
created from the CAVE database.

4.2. Results and Discussion

The spatial response estimation was tested on both selected
subareas of the airborne data. Various window widths k were
chosen, empirically k = 4, 5, 6 showed the best numerical
stability. Fig. 3 depicts the computed 2D blur as well as the
underlying 1D kernels, for channel 1 (blue) and k = 4. Ta-
ble 1 shows the residual mis-registration estimated at different
values of k. The observed misregistrations reach up to ≈ 2.5
MSI pixels, respectively 0.4 HSI pixels, suggesting that the
initial coregistration was not perfect, which is not surprising.
Moreover, the errors are rather stable for different k but vary
from band to band, which implies that for one sensor – most
likely APEX – the bands have residual co-registration errors.

To verify the results with known ground truth we tested
for the complete set of images from the CAVE database,
simulating the spatial and spectral responses. Each image
was blurred with a 11×11 Gaussian kernel, where a mis-
registration of [−1.7, 0.8] pixels was introduced. Then, we
resized the images with a box filter to a scale of 1/6, the



Hyperspectral channels
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(a) Airborne data spectral response.
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(b) Regularizer λi for computing (a).
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(c) Spectral response for CAVE data.

Fig. 4: (a) Approximate specifications (dotted lines) and final estimates (solid lines) of the relative spectral response. (b)
Influence of the regularizer ‖Dri‖ as a function of its weight λi. We chose flat regions between the saturated extremes, to
ensure stable behavior. (c) The spectral response of the RGB camera used to record the CAVE database (solid line). The
spectral response of a Nikon D7000, which is assumed to be similar to the one used (dotted line).
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Fig. 5: Residuals of the spectral response in channel 3, mea-
sured in absolute differences between grayvalues ∈ [0 . . . 1].

same resolution difference as the airborne data. These images
serve as the HSI observations. The MSI was simulated by
integrating over the 31 spectral channels with the spectral re-
sponse function of the Nikon D7000 camera. Gaussian noise
of SNR = 30 dB was added to both MSI and HSI. The results
in Table 2 confirm that the estimated offsets of the blur kernel
correspond very well to the co-registration error.

The results of the spectral response estimation are shown
in Fig. 4, together with the approximate values from the man-
ufacturers. In Fig. 4b, we plot the influence of the regulariza-
tion term ‖Dri‖ against its weight λi. One can clearly see
flat areas for too low values λi, where the solution is not af-
fected at all, and for overly high values, where oversmoothing
occurs. In between we observe regions where the curves are
flat, meaning that the balance between ‖Dri‖ and the data,
and thus also the solution, is rather stable (recall, the l1 norm
favors piecewise constant solutions). We found that selecting
λi in such flat areas yields plausible spectral responses.

For the CAVE database only conventional RGB channels
are available in the MSI. We expect smoother response curves
and use α = 2. Because not every image contains materials
of all colors, we solve for a single spectral response over the
whole dataset. For this data we do not restrict the solution to

a part of the spectral range, and allow strong l2 regularization,
λ = 103. The results are plotted in Fig. 4c with a solid line,
while the dotted line corresponds to the spectral response of
a Nikon D7000 camera. Although the actual camera is not
known, we assume that it was a similar model, and the two
responses in fact fit quite well.

Finally, in Fig. 5 we show the residuals for one subregion
of the aerial dataset. Shown are the differences between the
spectrally downsampled HSI and the spatially downsampled
MSI, for channel 3 (red). The distribution of the residuals
is plausible: the right part of the stadium tartan lies in the
shadow in the HSI due to differences in recording time. There
are also some large residuals on buildings, which we attribute
to differences in viewing angle.

5. CONCLUSIONS

We have studied the estimation of relative sensor character-
istics between MSI and HSI, in the context of hyperspectral
super-resolution. Our main message is that, also under real-
world imaging conditions, it appears possible to compute the
spatial and spectral responses in a data-driven manner. We
found that enforcing non-negativity of the response functions
is important and stabilizes the estimation. Also important is
to set the search window for the spatial response conserva-
tively, to ensure it is larger than the actual blur. The estimation
of the spectral response is a harder problem that needs to be
strongly constrained to obtain plausible results. In particular,
we find that prior knowledge about the shape of the response
curves (steep cut-off vs. gradually decreasing flanks) is valu-
able and can be introduced by using an appropriate norm.
While the results are encouraging, further work is needed to
address situations with strong noise or multi-temporal differ-
ences between HSI and MSI. Moreover, the residuals of the
data-driven estimation make it possible to identify regions
that do not comply with the model and would cause errors
of the super-resolution. It remains to be investigated how to
mask and fill in such regions.
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