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Abstract

Statistics on street-side car parks, e.g. occupancy rates, parked vehicle types,
parking durations, are of great importance for urban planning and policy mak-
ing. Related studies, e.g. vehicle detection and classification, mostly focus on
static images or video. Whereas mobile laser scanning (MLS) systems are in-
creasingly utilized for urban street environment perception due to their direct 3D
information acquisition, high accuracy and movability. In this paper, we design
a complete system for car park monitoring, including vehicle recognition, lo-
calization, classification and change detection, from laser scanning point clouds.
The experimental data are acquired by a MLS system using high frequency laser
scanner which scans the streets vertically along the system’s moving trajectory.
The point clouds are firstly classified as ground, building façade, and street ob-
jects which are then segmented using state-of-the-art methods. Each segment is
treated as an object hypothesis, and its geometric features are extracted. More-
over, a deformable vehicle model is fitted to each object. By fitting an explicit
model to the vehicle points, detailed information, such as precise position and
orientation, can be obtained. The model parameters are also treated as vehicle
features. Together with the geometric features, they are applied to a super-
vised learning procedure for vehicle or non-vehicle recognition. The classes of
detected vehicles are also investigated. Whether vehicles have changed across
two datasets acquired at different times are detected to estimate the durations.
Here, vehicles are trained pair-wisely. Two same or different vehicles are paired
up as training samples. As a result, the vehicle recognition, classification and
change detection accuracies are 95.9%, 86.0% and 98.7%, respectively. Vehi-
cle modelling improves not only the recognition rate, but also the localization
precision compared to bounding boxes.
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1. Introduction

In many populous cities, on-street parking places have strict parking regu-
lations which need to be controlled and monitored regularly. Types of vehicles
using certain parking lots are important for street parking design and manage-
ment. For instance, the time span and type of vehicles parked on commercial
streets are interesting to street managers and street-side shops. Ordinary ve-
hicles are not supposed to park on reserved spots, e.g. disabled or delivery.
Vehicles that do not belong to a residential area are not encouraged to park
there for a long time. Vehicles are supposed to park inside the parking spots
(within the parking line) and not on the pavements. Utility vehicles and passen-
ger vehicles usually have different parking rules, e.g. fees and durations. Many
cities implement the alternate side parking rule: only one side of the street can
be parked on, on a given day. In France, vehicles are only allowed to park at
the same spot for maximum seven consecutive days. In Paris, it is even illegal
to park on the same spot for more than two hours in certain areas. These reg-
ulations are normally controlled by investigators. The process is tedious, time
consuming and unproductive.

To facilitate the automation of on-street parking monitoring, we aim to ac-
curately detect vehicles, including vehicle recognition and precise localization.
Also, vehicle categories are important information for parking regulations. Fur-
thermore, due to a demand of local public authorities to estimate the parking
durations, we need to detect whether two vehicles parked at identical locations
at different times are the same or not.

Current technologies, e.g. video surveillance using static cameras, are able
to detect vehicles in parking lots hence generating the occupancy rate. How-
ever, it is obviously difficult to install cameras on all the streets of all the cities.
Mobile mapping systems (MMSs) can be a promising alternative. They are
moving vehicles equipped with cameras and/or laser scanners that are georefer-
enced by a georeferencing unit so that the acquired data are in a geographical
coordinate system and can be used directly for localization (Paparoditis et al.,
2012). 3D vision using images acquired from MMSs have been used for large
scale applications, e.g. street scene understanding (Zia et al., 2015), city level
change detection (Taneja et al., 2013). Since the 3D information from images
are generated indirectly, precise geometry extraction, localization and 3D mod-
elling still remain challenging tasks. Moreover, optical cameras are sensitive
to light conditions, such that they might not work during night time. On the
contrary, laser scanners measure the surroundings actively and directly in 3D
with a high level of precision (a few centimeters). They open the potential to
precisely detect and model vehicles which can be used for more detailed inves-
tigations, such as whether a vehicle has parked properly in one parking spot or
whether two same colored vehicles are really the same.

There are studies focusing on one or two aspects of this practical problem,
such as vehicle detection. But precise localization, fine-grained classification
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and change detection of vehicles using laser scanning (also referred to as lidar)
point clouds have not been investigated yet. Not to mention a complete system
of all the tasks for car park monitoring.

Vehicle oriented object detection using laser scanning data can only be found
in few studies (Toth et al., 2003; Yao et al., 2008; Börcs and Benedek, 2012).
Most studies deal with a generic classification problem, i.e. classifying all objects
in the data rather than a specific one (Serna and Marcotegui, 2014; Weinmann
et al., 2015). One common procedure is to remove points belonging to the
ground and building façades, and then cluster the remaining points into seg-
ments. Then features are extracted from the segments. Some categorize the
features as at point or segment level, others extract features in different di-
mensions, mostly in both 2D and 3D. In addition to geometric features, other
features, e.g. RGB and intensity are also utilized if available. Then the dataset
is classified using supervised classification methods. Detected vehicles can be
roughly localized by a bounding-box using their 3D coordinates. However, lidar
data are typically incomplete because vehicles are only scanned from one side.
Hence a bounding-box cannot recover the whole shape of a vehicle and is mostly
not accurate enough for fine detailed applications.

Vehicle shapes are universalized due to the pursuing of high-profile outlook
and aerodynamic designs. Some vehicles lie between two categories in terms
of size and shape, e.g. crossovers, making the classification a difficult task.
To identify whether vehicles have changed in between the different epochs, one
straight forward method is to find out the corresponding vehicles in two datasets,
then compare their geometries. Normally a threshold is set to identify whether
the difference is significant enough to be a change. The challenge is that vehicle
comparison can be affected by many factors, e.g. registration error, scanning
perspective, point density, anisotropic sampling, occlusion. Then the threshold
of the difference can be hard to set.

In this paper, a complete system for detailed on-street parked vehicle in-
formation extraction is proposed, including vehicle recognition, localization,
classification and change detection, for the purpose of parking monitoring. A
deformable vehicle model is proposed to fit vehicle hypotheses for precise local-
ization, and its parameters are used as features for supervised learning. Fur-
thermore, it can be used for visualization purposes.

2. Related work

2.1. Vehicle detection

Image-based vehicle detection has been intensively studied for the purposes
of scene understanding (Bileschi et al., 2004; Arróspide et al., 2012; Zia et al.,
2015), traffic monitoring (Gupte et al., 2002; Huang and Liao, 2004), intelligent
vehicles (Betke et al., 2000; Jazayeri et al., 2011; Caraffi et al., 2012), etc.

Bileschi et al. (2004) detect vehicles using the part-based method (Agarwal
et al., 2004). Keypoints are extracted from the test images, then vehicles are
detected by comparing the keypoints against a vocabulary of vehicle-specific
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keypoints learned from the training set. Instead of using keypoints, Arróspide
et al. (2012) utilize gradient-based descriptor, which is the simplified histogram
of gradients (HOG) (Felzenszwalb et al., 2010), for efficient vehicle detection.
Tuermer et al. (2013) detect vehicles from airborne images using also HoG fea-
tures and disparity maps. Bensrhair et al. (2002) detection vehicle in 3D based
on the feature extracted from stereo vision.

Apart from terrestrial, aerial and spaceborne optical images (Leitloff et al.,
2010), other types of sensors, e.g. thermal infrared (Hinz and Stilla, 2006; Yao
et al., 2009), synthetic aperture radar (SAR) (Maksymiuk et al., 2012, 2013),
are also used for vehicle detection. Moreover, in recent years, vehicles have been
increasingly studied using both airborne laser scanning (ALS) and MLS point
clouds in 3D.

Toth et al. (2003) extract vehicles utilizing ALS data by thresholding height
histograms, and then classify them into several main categories using rule-based
and machine learning classifiers. Yao et al. (2011) also detect vehicles with ALS
data using support vector machines (SVMs) after segmentation. Velocities are
also estimated for the purpose of traffic monitoring and analysis. Börcs and
Benedek (2012) add intensity values and number of echoes as features for vehicle
detection using ALS data.

Himmelsbach et al. (2008) use a MLS system for object detection, then clas-
sify the detected objects as vehicle and non-vehicle using SVMs. Keat et al.
(2005) extract vehicles from MLS data using Bayesian programming and finally
map a whole parking lot. Golovinskiy et al. (2009) analyze point clouds gener-
ated from combined ALS and MLS. They first segment compact objects, then
describe them with shape and context features and classify them into different
urban object classes, including vehicles and traffic signs. Velizhev et al. (2012)
improve the vehicle and pole object detection results using the same data by in-
corporating the implicit shape model (ISM) framework. To recognize an object
hypothesis, random keypoint descriptors are matched with a pre-generated dic-
tionary of geometric words and then the potential object center is assigned by
weighted votes. Serna and Marcotegui (2014) develop a full pipeline of segmen-
tation and classification of urban objects using MLS data. Segmented objects
are classified using SVMs with different set of features. The method is applied
to three datasets, one of which is focused on vehicles. High precision and recall
are reported.

Supervised learning for vehicle detection or classification are popular for
laser scanning data. Different types of features at point or object/segment
level are explored: geometric features, contextual features and intensity/color
features. In many computer vision studies, detailed models are used to facilitate
object detection and classification in images or video. However, object modelling
towards scene understanding, including object detection and classification, using
laser scanning data still remains a challenge.

2.2. Vehicle modelling

Detailed 3D object representations facilitate scene understanding (Zia et al.,
2015). Geometrically accurate models help to improve the detection and local-
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ization of modelled objects, and can be used for visualization.
Kaempchen et al. (2002) estimate parked vehicle’s pose facilitated by a

generic 3D vehicle surface model for autonomous parking. The vehicle surface
model is composed of three or four 3D planes, hence is rather simple and in-
complete. Hinz et al. (2003) utilize an adaptive 3D model for automatic vehicle
detection from high resolution aerial images. The explicit model incorporates
both geometric and radiometric features. It is adaptive to different feature
saliency but not to various vehicle shapes/types. The disadvantage is that a
large number of models are needed. Therefore, a shape adaptive model, i.e.
active shape model (ASM), is adopted in this paper.

The ASM is a statistical model whose shape is deformable to fit with new
object instances proposed by Cootes et al. (1995). The model is learned from
a training set and can only deform in ways consistent with the training set.
The method was successfully implemented to locate and model different types
of objects from images in 2D. Ferryman et al. (1995) build a 3D deformable
vehicle model using the ASM. The model parameters are then used to classify the
vehicles into different subclasses. Sullivan et al. (1995) use the same method to
improve the performance of pose estimation, and to locate and classify vehicles
in video (Sullivan et al., 1997). Zhang et al. (2012) manually set the model
parameters and their value ranges instead of learning from the training set for
vehicle localization and recognition. A local gradient-based method is proposed
to evaluate the model-to-image fitness. Leotta and Mundy (2009) develop a
multi-resolution meshed deformable vehicle model to facilitate edge detection
and model-to-image fitting. The model is also used for simultaneous shape
estimation and tracking in video (Leotta and Mundy, 2010).

Zia et al. (2013) used detailed representations for vehicle and bicycle recog-
nition and modelling. Different from rather simple 2D bounding-boxes, rep-
resentative 3D deformable ASMs are designed for both vehicles and bicycles.
They are trained based on 3D CAD models and the deformation is learned from
these samples. Then objects are detected by matching models with images using
discriminative parts. Based on this work, Menze et al. (2015) jointly estimate
the vehicle pose, shape and motion for 3D scene flow reconstruction.

Many studies use the ASMs for vehicle recognition, localization and tracking.
One of the major differences is the model-to-image fitting method. However,
as for the lidar point cloud, an innovative model-to-lidar data fitting method is
needed.

3. Methodology

3.1. Preprocessing

The acquired 3D point clouds are first generally classified as ground, build-
ing and street object points. Then the object points are segmented and each
segment is taken as an object hypothesis, which is the input of our algorithms.

Data are preprocessed using the method proposed by Serna and Marcotegui
(2014). Ground points are filtered out first using the λ-flat zones labelling
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algorithm. The point cloud is projected on to a 2.5D elevation image. The
maximal elevation value is assigned to each pixel since in general it contains
several points. This maximizes the height difference between ground pixels and
neighboring non-ground pixels. Two neighboring pixels x, y belong to the same
λ-flat zone if their height difference |hx − hy| ≤ λ. The largest λ-flat zone is
taken as the ground. λ is set as 20 cm to cover both roads and pavements.
Building façade points are automatically segmented by checking the highest
vertical and most elongated structures in the elevation images (Serna and Mar-
cotegui, 2013). Then the rest points are segmented using the top-hat by filling
holes (THFH) (Hernández and Marcotegui, 2009a), which amounts to a general
connect component labelling. Nearby objects are still labelled as one compo-
nent. Local maxima are detected for each component as object markers. They
are refined by a morphological h-Maxima filter to eliminate the ones with a low
local contrast, i.e. relative height is less than the threshold h. A constrained wa-
tershed (Hernández and Marcotegui, 2009b) is implemented to further segment
the connect components.

Each segment is treated as an object hypothesis from which features are
extracted. Obviously, these hypotheses include non-vehicle objects. Some over-
sized and undersized objects, e.g. traffic signs, large trees, can be pre-filtered
out in practice since we only focus on vehicles.

After the generation of object hypotheses, a sequence of algorithms are ap-
plied to extract street-side vehicle information. The full system is composed
of four major parts: vehicle recognition, localization, classification and change
detection. Vehicle recognition and localization together are considered as vehi-
cle detection. They are interconnected and can be conducted simultaneously.
They are followed by vehicle classification and change detection which can be
implemented in parallel. The diagram of the system is depicted as Figure 1.
Geometric features, i.e. features that describe shape and size, are extracted at
object level. And a deformable vehicle model is fitted to each object hypothesis
for precise localization. The parametric vehicle model provides accurate vehi-
cle position and orientation, also the model parameters are treated as object
features. A supervised learning procedure is then applied for vehicle recogni-
tion. Here, it is a binary classification between vehicle and non-vehicle. Next,
the detected vehicles are classified into different categories.The vehicle change
detection problem is also formulated as a binary classification task, same or
different vehicles, without explicitly comparing their geometries.

3.2. Feature extraction

Most studies use low level features based on individual point or a small group
of points, e.g. dimensionality (Demantké et al., 2011), verticality, local density,
point feature histogram, because there is no a priori segment information. In
our case, the input is a segmented object hypothesis already. So we extract
features at object level in 3D. The object is firstly transferred into its local
coordinate systems using principle component analysis (PCA), and then fitted
with a bounding box (Bbox). The features are extracted as follows:
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Figure 1: Diagram of the full system. Feature extraction and vehicle modelling of street
objects serve as basis for the four main steps: vehicle recognition, localization, classification
and change detection.

• object dimension: length (l), width (w), height (h),
• volumetric feature: area (A), volume (V ), extracted from 3D bounding box,
• relative position: maximum height (Hm) and mean height (H) relative to the
ground,
• vertical point distribution histogram (VPDH): the input object is vertically
divided into even parts from a certain height to the ground. Point proportion
regarding the overall number of points at each vertical part varies between dif-
ferent urban objects. The feature is represented by a histogram containing the
point proportion of each vertical part. We assume the maximum height of stud-
ied vehicles is lower than 2 m, so we divide it into 10 parts and each part is
20 cm high. The 10 VPDH features are named as v1 . . . v10.

In total, we have 17 geometric features. Further features may help to im-
prove the supervised classification results. Some classifiers are able to give a
proper weight or importance to each feature, or to select the best feature sub-
sets. Selecting optimal subsets of features has been proven to improve the
final classification results and reduce the training time (Weinmann et al., 2015).
Therefore, there is no need to extract a large number of features that are po-
tentially redundant.

3.3. Vehicle modelling

In MLS data, objects are inherently incomplete since most of the time they
are scanned only from one side, hence we propose a model-based approach
to reconstruct complete vehicle models for precise localization. A deformable
vehicle model is reconstructed using the active shape model (ASM) to maintain
the geometrical structure since vehicles share a common basic structure (Zia
et al., 2013). A geometrically correct shape is created as the basis and only the
variance of vehicles are focused when modelling. Since the ASM is a complete
vehicle model, the occluded part is guaranteed to be reconstructed. Thus this
model is robust to partial data incompleteness and various point densities.
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3.3.1. Deformable vehicle model

A global ASM is learned first from a training dataset. The points in the ASM
are a list of n landmarks representing the basic shape of a vehicle. These land-
marks are manually picked up from the training vehicles. With more landmarks,
the model will represent the original shape in more detail. However, vehicles
are normally only scanned from the side for street-side parked ones. Hence the
number of landmarks is limited by the completeness of the point clouds of vehi-
cles. Since vehicles are symmetrical, we only need to select landmarks from one
side. Then the other side is automatically obtained by symmetrical projection,
given the width. In our case, 18 landmarks are selected on one side, two of
which are on the center of wheels. One more landmark is selected on the other
side to extract the width, and other one is selected on the edge of a wheel to
obtain the wheel radius (Figure 2).

Figure 2: Landmark selection from training samples (one enlarged sample below; landmarks
in black). 20 points are selected in total: 16 on one side of the vehicle, one on the wheel edge,
two on wheel centres, and one on the other side.

Then the landmarks of one side of a vehicle from all the training samples
are aligned. The line passing through the two wheel centers are treated as the x
axis, and the midpoint of them are the origin. There are a total of 20 landmarks
for one sample, which are defined as a vector X ∈ R3i

X = (x1, y1, z1, ..., xi, yi, zi) (1)

in which i = 20. The sample alignment and the mean of all samples X̄ are
depicted in (x, z ) plane as Figure 3.

Now, the samples are transformed into a local coordinate system and the
3D point distribution model can be obtained by projecting the points from one
side to the other using the retrieved vehicle width. This model needs to be fit-
ted with lidar points. Unlike model-to-image fitting which is in 2D (Leotta and
Mundy, 2009; Zia et al., 2013), model-to-points fitting can be conducted directly
in 3D. The idea is to fit the model surface with lidar points since most of the
acquired points are on vehicle surfaces. The deformable vehicle model is defined
as a wireframe model based on the ASM by triangulating the landmark points.
And the model is deformed by moving the point positions, meanwhile the con-
nectivities of points are maintained. The triangulation is conducted manually
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Figure 3: Active shape model alignment, mean of samples in blue dashed line.

(Figure 4). Then the model is fitted by minimizing the distance between lidar
points and the model triangles.

Figure 4: Vehicle model composed of triangles.

Each element of the model vector X varies across the training samples, and
the variance is assumed to be a Gaussian distribution in the vector space. The
model vector space has relatively high dimensionality, whereas the vehicle shape
lives in a lower dimensional subspace since many elements have similar distribu-
tions. Dimensionality reduction can be carried out without greatly constraining
the model, and has a denoising effect. The principle component analysis (PCA)
is implemented to reduce the dimension of the model vector. The j eigenvectors
P ∈ R3i×j describe the principle modes of variation across the training set.
The ASM can be defined by the linear combination of the mean shape with the
variance in each component direction:

X
′

= X̄ + wΣP (2)

where X̄ is the mean shape of all the training samples, Σ is the standard de-
viation vector of the principle component P, w is a weighting vector for each
component. So the deformable vehicle model is a group of 3D triangles com-
posing the basic shape of a vehicle which is deformable by tuning the weighting
vectors. To ensure that a newly generated model is represented by the training
set, the scaling variable normally vary within three times standard deviation,
which covers 99.7% of the values in the normal distribution. So elements of w
are constrained between [−3, 3]. Examples of the deformed models are depicted
in Figure 5.
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−3σ

Figure 5: Mean vehicle model and the top three principle components (left to right) of the
active shape model, each component is deformed by ±3σ.

3.3.2. Model fitting

The input of the vehicle modelling algorithm is an object hypothesis, mean-
ing a segmented point cluster that is supposed to be an object. For each ob-
ject hypothesis, the mean shape model X̄ is initialized at the geometric center.
The orientation is approximated by PCA. The top j principle components are
taken as the deformation directions, and the corresponding scaling vector wk,
k ∈ (1, j) are the deformation parameters. To simplify the model fitting, vehi-
cles are assumed to stay on a horizontal ground plane, hence there is only one
rotation parameter R1. There are also three translation parameters T3 . The
model is initialized at the geometric center hence may not lie on the ground,
and the deformation may also change the wheel height, so the translation in z
is needed to ensure the model lies on the ground. Finally j is set to be seven,
covering more than half of the sample variance.

The point to model triangle distance minimization is treated as a one-
dimensional case, i.e. the parameters are fitted sequentially, in the following
order: rotation, translation and deformation (Figure 6). For each parameter,
an iterative minimum bracketing procedure is applied. The scope of rotation
angle is from −180◦ to 180◦, translation parameters are between −0.5 and 0.5,
and all the model parameters are between −3 and 3. The stopping criterion s of
the iteration is set by examining the difference between the mean squared point
to triangle distances of two successive iterations. Here, the point to triangle dis-
tance is the distance between each point p of an object hypothesis P and its clos-
est triangle t among all the model triangles T . Let Ex =

∑
D(p, t) : [m,M ] ∈ R

be the point to triangle distance function that need to be minimized for each
parameter. The parameter scope [m,M ] is discretized by a factor N at each
iteration. The point to triangle fitting algorithm is shown in Algorithm 1.

To facilitate the model fitting, some constraints and optimizations are im-
plemented. First, it happens that there are many points inside vehicles due
to window penetration. Whereas the model triangles are on the vehicle sur-
faces. Thus the model fitting should be weighted in favor of the outer points
of the modelled vehicle. The 3D alpha shapes algorithm is applied to discrimi-
nate points that are inside vehicles. Then they are treated as non contributing
points by setting the weights to zero. Second, there are normally no points
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Algorithm 1: Lidar point to active shape model triangle fitting
Input: T and P
Output: fitted transformation and deformation parameters (R1, T3, w7)
for each x ∈ (R1, T3, w7), Ek

x : [m,M ] ∈ R ( k is outer iteration number)

1. Set xji = m+ i(M −m)/N for i = 0..N , ( j is inner iteration number)

2. Find the optimal i∗j = argminiE(xji ),

3. Set xj+1
i = xji∗j−1 + i(xji∗j+1 − x

j
i∗j−1)/N ,

4. if |E(xji∗j
)− E(xj+1

i∗j+1
)| < s , stop; else go back to step 2.

end

Set Ek
x = E(xj+1

i∗j+1
),

if |Ek
x − Ek+1

x | < s , stop; else go back to the beginning.

Figure 6: Model fitting (left: perspective view, right: bird’s eye view). Top: initialization, the
mean model is assigned to each vehicle hypothesis. Middle: first iteration, the orientation and
general shape are determined. Bottom: final fitting result, object points to model triangle
distances are minimized.

at the bottom of any vehicles where the laser scanner does not reach, which
means that there is no constraint in this direction. Since models do not go
under ground, the ground plane is used as constraint. Third, vehicles have out-
side attachments, e.g. antennas, mirrors, which are outliers w.r.t. the vehicle
surface model. It also occurs that a nearby object is merged with a vehicle due
to under segmentation. Thus we use a robust, truncated distance function, i.e.
the point to triangle distance is truncated by a maximum threshold (30 cm).
The point to triangle distance minimization model fitting is comparable to the
point-to-plane iterative closest point (ICP) algorithm (Pomerleau et al., 2013).
Whereas in our case, the model triangles are transformable and deformable to
fit the points which are kept fixed.

Model fitting residuals indicate the final mean squared distances between
lidar points and model triangles. A small residual means a good fitting, but
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does not necessary mean a good model because the model can be over fitted. It
happens when the number of points in one fitting direction is significantly lower
than the another one which will then be over fitted. The model parameters
convey the deformation information and represent the vehicle shape w.r.t. the
mean model. Then the representativeness of the model parameters is assessed
by treating them as vehicle features.

3.4. Vehicle recognition and localization

To extract detailed information on street-side parking lots, we aim to not
only recognize, but also precisely locate these vehicles. After segmentation, the
next step is to detect whether a segment is a vehicle, i.e. recognize vehicles from
other street objects. It is a binary classification problem, vehicle or non-vehicle,
which is commonly solved by supervised learning.

Feature extraction has been presented in Section 3.2. Apart from the ex-
tracted geometric features, model parameters are also treated as vehicle fea-
tures. Fitting a detailed accurate model to a street object can help to recognize
whether it is a vehicle, since a non-vehicle object will have extreme fitting pa-
rameters or large residuals. Once a vehicle is confirmed, its location and pose
can be also retrieved from the fitted model. So the detailed vehicle models are
used not only for recognition, but also for precise localization.

We experiment with two different classifiers, support vector machines (SVMs)
using the Gaussian radial basis function (RBF) (Cortes and Vapnik, 1995), and
random forests (RF) (Breiman, 2001). SVMs try to maximize the margin be-
tween different classes in the training samples. Parameter C balances the com-
plexity of the decision boundary and the cost of misclassification. The Gaussian
kernel parameter γ defines the influence of a training sample. A bigger γ means
a smaller influence radius. Best C and γ are obtained by grid search based on
5-fold cross-validation results (Chang and Lin, 2011). We use F-score as the
evaluation and feature ranking criterion instead of overall accuracy because the
data are unbalanced (Chen and Lin, 2006). The RF takes a random number of
features to build many decision trees, which are assembled and averaged. Again,
the optimal parameters, e.g. number of trees, split quality function, tree depth,
are exhaustively searched to have the highest cross validation result. One of
the advantages of RF is that it will evaluate the importance of each feature, i.e.
features are automatically ranked.

To figure out how the model features behave in the classification. Three sets
of features are tested: only geometric features, only model features, and all the
features. Given the small total number of features, we see no need for explicit
feature selection and leave the feature weighting entirely to the classifier.

3.5. Vehicle classification

Fine-grained classification, i.e. detailed categorization of objects belonging
to the same general class, has been increasingly studied for detailed 3D scene
understanding (Stark et al., 2012; Lin et al., 2014; Zia et al., 2015). In our
case, it is important to know the size and type of vehicles parking at a certain
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on-street parking lot, for instance a large delivery van is not welcome to park
on a commercial street.

Given the detected vehicles and their features, vehicle classification can be
achieved using the same supervised learning procedure. Notice that the distri-
bution of vehicle categories may vary by region. For example, the majority of
vehicles in most European cities are subcompact or compact vehicles, whereas in
America, bigger vehicles, e.g. full size sedan, SUV, pickup truck, are generally
preferred. Therefore, it is preferable to use a training set specifically chosen for
the relevant region.

Once a vehicle is detected, its class can be determined using the previously
extracted geometric and model features. Similarly, the three set of features
are tested to check whether the model features are of any contribution. Both
classifiers, SVMs and RF, are used to justify the results.

The vehicle recognition step and this classification/categorization step could
be solved as one general classification problem by introducing a further class,
non-vehicle, to the category. However, we prefer to treat the two steps separately
as a two-step hierarchy, i.e. vehicles are first discriminated from other objects
and then further classified into different categorises, which is usually reported
to have better performances (Serna and Marcotegui, 2014).

It is worth mentioning that the classification is also useful for vehicle change
detection, which compares whether two vehicles are identical. In theory, if two
vehicles are determined to be in different categories, there is no need for further
comparison. Thus even the classification step can be executed in parallel with
the change detection, it is recommended to be processed priorly. The robustness
of same vehicles being classified into the same categories is also tested.

3.6. Change detection

To check whether a vehicle has been moved away or is still parking at the
same place, we scan the same street multiple times. Then the task is to find out
whether vehicles from different passages (also referred to as scans in this paper)
at the same location are identical. Even though the MMS is geo-referenced,
different passages are typically not well co-located due to positioning uncertain-
ties. Thus registration is conducted using the method proposed by Monnier
et al. (2013), who register all the lidar points to an existing 3D city model using
non-rigid ICP. The overall registration accuracy is reported around 10 cm.

One straight froward way to detect vehicle changes is to find out the corre-
sponding vehicles in two datasets first, then compare them in the feature space.
A general threshold is set to identify whether the difference is significant enough
to be a change. However, a proper threshold can be difficult to find. We pro-
pose to use supervised learning to identify whether vehicles have changed across
two data acquired at different times. The decision boundary between the same
and different vehicles is learned from the training set rather then by setting a
general threshold. The classifier is trained on pairs of vehicles. Same-vehicle
pairs and different-vehicle pairs are both compared in the feature space and the
difference is taken to compose a new training set. Since we need as many vehicle
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pairs as possible for the training, all vehicles in the training data are compared
with each other even if they are not corresponding vehicles so that the training
data size is augmented. In practice, to find out whether a vehicle has changed,
only vehicles at approximately the same location or largely co-located need to
be compared. As aforementioned, detected vehicles are precisely located. So if
the distance to the corresponding vehicle is much larger than the registration
accuracy, there is no need for further change detection as this displacement is
already evidence of a change.

Since the vehicle features are extracted in the local coordinate system, the
method is independent from absolute geo-locations. Moreover, different scan-
ning perspectives, point densities, anisotropic sampling and partial occlusion
are handled as long as they are represented by the training set.

Again, vehicle model parameters are taken as features. The pair features are
either the subtraction or the concatenation of features from each vehicle. Both
classifiers, SVMs and RF, are used to check the consistency of the results.

4. Experiments and results

4.1. Segmentation

The experimental data are acquired in Paris by a MMS called Stereopolis
(Paparoditis et al., 2012) using a VQ-250 RIEGL laser scanner. The laser beam
rotates perpendicularly to the system moving trajectory, scanning profiles of the
streets.

Figure 7: Segmentation result, segments are colored randomly.

Figure 7 illustrates the segmentation result, in which each object is colored
randomly. There are 2072 objects in the test area. Since vehicles are the objects
of interest, we only evaluate the segmentation result of vehicles. Among all the
street objects, there are 485 vehicles, 465 of which are correctly segmented.
Over segmentation is caused by low point density and severe occlusion so that
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vehicles fall apart. Under segmentations occur when an other object is too close
to a vehicle (Figure 8). The overall segmentation correct rate is 465/485 =
95.9%.

Figure 8: Examples of segmentation failures. From left to right: (1) the reddish vehicle is
still connected to a road sign post since they are really close to each other; (2) a pedestrian
is connected to a vehicle, where as another one on the other side is correctly segmented;
(3) a vehicle is segmented into two parts due to low point density; (4) a vehicle is also over
segmented due to severe occlusion.

4.2. Vehicle modelling

Figure 9 depicts the model fitting result in the test street. According to
visual inspection, the vehicle shapes are well modelled. Even the two big vans
in the top right corner are well reconstructed considering that no vans are taken
as training samples. It is clear that not only the precise location, but also the
pose information can be retrieved from the fitted models. One can even easily
estimate the location of vehicle windows and doors by observing the vehicle
model.

Figure 9: Model fitting examples on test streets. Each vehicle is illustrated by a random color,
and models are in light grey. Vehicles of different types, e.g. subcompact vehicle, hatchback,
sedan, SUV, minivan, van, are illustrated.

Most on-street parking lots are parallel to the streets, so that parked vehicles
are scanned from the side. However, other patterns are also found and must be
covered by the model. Figure 10 shows diagonally parked vehicle fitting results.
Most vehicles are well localized and oriented. Self occluded areas are also well
reconstructed. However, there are cases that the model is not properly fitted
as the rightmost one. The vehicle has no points in the front part since it is
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scanned from the back, which causes false orientation during fitting because
there is more constraints in the back.

Figure 10: Diagonally parked vehicle fitting results (top: perspective view; bottom: bird’s eye
view). Vehicles are mostly well localized and oriented, even in the presence of (self-)occlusions.
Still, the rightmost one is inappropriately fitted since there are few points on the front because
the vehicle is scanned from the back. The model is misoriented because the back has more
constraints.

Different vehicles will have different fitting parameters, and non-vehicle ob-
jects will have extreme parameters (Figure 11). So they are used as features for
the following classifications together with other geometric features.

Figure 11: Vehicle model fitting with non-vehicle objects, e.g. pedestrians, vertical surfaces,
traffic barriers. Model parameters are of extreme values, leading to excessive model deforma-
tions.

Figure 12 illustrates both vehicle models and their Bboxes. It is more rea-
sonable to use the detailed models for visualization purposes. Moreover, models
are more accurate in terms of localization because they are robust to outliers
and certain degree of data incompleteness (Figure 13). More information, e.g.
orientation, wheel’s location, can also be retrieved from the models. Whereas
for the Bbox, vehicle attachments, e.g. mirrors, antennas, will severely affect the
accuracy, and incomplete data will lead to inaccurate orientation determined by
PCA.

4.3. Vehicle detection

After the segmentation, each segment is considered as an object hypothesis
and its geometric features are extracted. Deformable vehicle models are fitted to
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Figure 12: Illustration of fitted models and Bboxes (lidar points in gray). Left: detailed
models; middle: Bboxes; right: both (models in red, Bboxes in blue).

Figure 13: Comparison examples of models (red) and Bboxes (blue). Bboxes’ locations are
less accurate than vehicle models’, especially the ones pointed by arrows.

the objects. To evaluate the detection result, ground truth is manually labelled
from the dataset as in Figure 14.

Figure 14: Vehicle detection ground truth data. Vehicles in blue, other objects in grey.

As described before, three sets of features are tested to check the importance
of model features. The results are shown in Table 1. The accuracy (Acc), recall
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(Rec), precision (Pre) and F1 score (F-score) are presented for each feature set
using both SVMs and RF classifiers.

Table 1: Vehicle detection binary classification results (in %) with different sets of features
and classifiers. The bold values indicate the best results in each column.

Feature SVMs Random Forests
Acc Rec Pre F-score Acc Rec Pre F-score

Geo 94.0 88.3 84.4 86.3 95.1 87.9 89.5 88.7
Model 91.6 87.0 77.3 81.9 91.8 79.3 82.2 80.7
G+M 94.0 92.1 82.1 86.8 95.9 88.8 91.2 90.0

For the SVMs classifier, geometric features alone yield a result of high accu-
racy and recall, but relatively low precision. And the F-score is about 86.3%.
Model features themselves do not perform as strong as geometric features since
the precision is significantly lower. However, the combination of these features
(G+M) yields the best result with a higher recall and F-score. The RF classifier
yields slightly higher values than the SVMs, whereas in general the value pat-
terns are the same. Model features yield results with low recall, hence are not
sufficient for the classification. But they contribute to the final results, generat-
ing higher accuracy and F-score than pure geometric features. Figure 15 illus-
trates the feature importances calculated by the RF classifier, in which model
features are in red. It is clear that they are of great importance, especially the
first three parameters.
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Figure 15: Feature importance ranking. Model features (w1 . . . w7) are in light red.

The results suggest that the model features improve the vehicle recognition
from lidar point cloud. Even the improvement is moderate, the vehicle models
convey more detailed information. They provide precise vehicle location and
orientation.
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4.4. Vehicle classification

Covering different types of vehicles, 150 training samples are selected as
shown in Table 2. They are grouped into four main categories: subcompact
(mini or small), compact (hatchback), full-size vehicles (sedan, station wagon,
SUV, MPV) and vans. The categories can be further divided if more training
samples are available.

Table 2: Vehicle samples for categorization.

Type SubComp Compact FullSize Van
Num. 61 36 36 17

The three sets of features, model features, geometric features, and the com-
bination, are tested using both SVMs and RF classifiers. Since the dataset is not
large, the classification is tested by 2-fold cross validation. The normalized con-
fusion matrices are depicted in Figure 16. The first class, subcompact vehicle,
has good results using all the three feature sets, since this type of vehicle can be
easily distinguished from others due to its small size. Whereas in other classes,
size and shape are mostly mixed hence the accuracies are lower. SVMs and RF
have slightly different values, but globally they show the same pattern. It is
clear that geometric features perform better than model features, and the com-
bined feature set performs slightly lower than the geometric feature set, meaning
the model parameters do not improve the classification. The overall accuracy
using each feature set and each classifier is shown in Table 3. The accuracies
are generally not very high, because the problem is more complicated.

Table 3: Vehicle classification overall accuracy (%) using different feature sets and classifiers.
The bold values indicate the best results in each column.

Feature SVMs RF
Geo 84.0 86.0
Model 68.0 66.0
G+M 83.3 85.3

As aforementioned, there is no need for change detection of vehicle from
different classes given that the classification is accurate. 11 vehicles from four
passages (44 vehicles in total) are tested, where only one vehicle has changed.
Despite the correctness of class, all unchanged vehicles are classified into the
same classes by the SVMs classifier. And only two unchanged vehicles are
classified twice into different classes by the RF classifier. It means that the
classification results are highly reliable so that further change detection is un-
necessary.
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Figure 16: Normalized confusion matrices of vehicle classification using various feature sets
and classifiers. Class 1: subcompact vehicle; 2: compact vehicle; 3: full size vehicle; 4: van.
Geometric features perform better than model features, and the combined feature set performs
slightly lower than the geometric features.

4.5. Change detection

A total of 987 vehicle pairs, 83 of which are same-vehicle pairs, are extracted
from four passages of the same street. One of the passages is sub-sampled from
another, so that different point densities are presented in the training data.

Again, three feature sets are tested shown in Table 4. Here, the features are
the subtraction of the features from the paired-up vehicles. As for the SVMs
classifier, model features themselves are not sufficient for the change detection.
Geometric features yield better results than the combined features. Thus, in
this case, the model features do not improve the classification. The results are
consistent with the ones using the RF classifier, which yields the best accuracy
and F-score using only the geometric features. Notice that the objective is to
detect whether a vehicle has changed across two epoch datasets. Even though
model features do not improve the results, the final F-score and accuracy are
high using only the geometric features. The concatenations of the paired vehicle
features are also tested. However, the results are significantly lower than the
subtractions. The highest F-score is 63.2% using the geometric features alone
by the SVMs classifier.

If a vehicle has moved away and there is no other vehicle parking in the same
place, there will be no correspondence. This type of change can be easily be
detected. Then for vehicles with correspondences, they are paired-up and tested
by the supervised learning to detect whether they are the same. Vehicle change
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Table 4: Vehicle change detection results (in %) with different sets of features and classifiers.
The bold values indicate the best results in each column.

Feature SVMs Random Forests
Acc Rec Pre F-score Acc Rec Pre F-score

Geo 98.7 92.8 91.7 92.2 97.8 81.6 92.5 86.7
Model 92.1 33.7 54.9 41.8 93.0 15.7 66.0 25.4
G+M 98.5 92.8 89.5 91.1 97.4 78.0 93.0 84.8

detection examples are shown in Figure 17. Same or different vehicles can be
successfully detected despite point density, scanning perspective, vehicle pose
and type. However failures caused by under segmentations, e.g. vehicles clus-
tered with pedestrians, are observed. Severe data missing caused by occlusions
will also induce false detections (Figure 18).

car1 car2 car3 car4

car5 car6 car7 car8

Figure 17: Change detection examples. Vehicles in rows one and three are reference vehicles,
each of which is in a random color. Even rows are change detection results. Detected un-
changed vehicles are in black, and changed vehicles in blue. Vehicles without correspondences
are in white.

5. Discussions

Segmentation is fundamental to the whole system. Segmentation errors can
of course not be completely avoided, in our experiments 3.09% of all segments
contained more than one vehicle (under-segmentation) and 1.03% of the seg-
mented vehicles were split into multiple clusters (over-segmentation). The for-
mer is caused by closely located objects, and the latter by incomplete data
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Figure 18: Change detection failure examples. Both unchanged vehicles are detected as
changed. The left one is caused by segmentation error, and the right one is due to sever data
incompleteness of the reference vehicle.

coverage. Nevertheless, the overall correct rate is high enough thus this step is
not considered as a bottleneck.

A model-based approach is adopted to facilitate object recognition and lo-
calization. The localization step is challenging because the data is inherently
incomplete when scanning vehicles with MLS. As seen in results, the Bbox can-
not precisely recover the vehicle pose, and is sensitive to data completeness. The
implicit shape model can also be used to detection vehicles as in Velizhev et al.
(2012). The method will recognize and roughly localize vehicles (center voting).
Whereas in our application, we need to precisely estimate the pose (position and
orientation) of these vehicles to verify whether they are parked properly inside
the designated areas. The explicit ASM is proposed to fully reconstruct the
vehicle. One advantage of the ASM is that the vehicle is guaranteed to be com-
plete regardless the data completeness. Compared with other simple or implicit
models, the ASM does not only precisely localize the vehicle, but also provide
other information, e.g. vehicle parts/vertices, orientation, wheel location, etc.

In our case, the landmark points of the model training samples are manually
annotated for a set of training examples recorded with our MLS system. The
advantage is that the model fits well to the test region, however the downside
is that it may not be general enough. Moreover, manual landmark annotation
limits the level of detail of the model. A more detailed model can be generated
based on CAD models as in Leotta and Mundy (2010). One could envisage a
model that is trained from all sorts of vehicles and thus applicable worldwide,
at the cost of being less discriminative in some cases. Or, one could train a
specific model for each class/shape of vehicle. Then a vehicle is fitted either
to the corresponding class model given the classification result from geometric
features, or to all the class models to find directly the best fitting.

Vehicles are directly reconstructed in 3D. The original ASM is composed
of a series of landmark points, in this paper we triangulated the landmarks to
form a solid 3D model. Unlike image-to-model fitting, point-to-model fitting
is implemented directly in 3D by minimizing the point-to-model distance. For
simplicity, the model fitting is restricted to rotate only in xy plane, i.e. yaw.
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However, roll and pitch rotations can be easily added to the fitting procedure.
Note that the model fitting is local, regardless the global environment flatness.
Computing the local surface normal from the surrounding ground can be ex-
pected to be more robust than adding two additional degrees of freedom to the
model.

As for vehicle recognition, the model features improve the classification re-
sult, meaning the ASM helps to distinguish between vehicles and other objects.
However, the vehicle categorization and change detection results are not im-
proved, meaning the ASM does not contribute to differentiate similar vehicles.
A possible reason is that our ASM with seven principal components currently
covers only 51.8% of the variance in the training samples. One could try to
increase the number of principal components, which would however require a
bigger training set to avoid overfitting. Even though the ASM parameters do
not contribute to categorization and change detection, they do improve vehicle
recognition, and have the added value of precise shape/pose estimation without
any loss in performance.

Other features from other data sources, e.g. images, could almost certainly
improve the classification results. Especially, for the vehicle change detection,
color features should even be considered prior to the geometric ones since dif-
ferent colored vehicles can be easily distinguished. However, using color and
similar image-based cues is beyond the scope of this paper since not all point
clouds have the necessary color information. If no color is available, lidar inten-
sity is sometimes used instead (Börcs and Benedek, 2012; Serna and Marcotegui,
2014). Unfortunately it is rather unreliable and seems not to greatly improve the
classification result, since it is affected by many factors, e.g. distance, incidence
angle, material reflectivity.

One advantage of the proposed approach is that it relies on supervised learn-
ing, such that it can be adapted to different environments, as long as training
data can be found for them. On the downside, training data may be limited in
some regions, and manual annotation is cumbersome and expensive. Being a
generic shape model, the ASM could potentially be applied also for other types
of objects such as bicycles and motorbikes.

6. Conclusion

We present a comprehensive system for on-street car park monitoring, which
is composed of a series of research problems, i.e. vehicle recognition, localization,
classification and change detection. The system is able to recognize and precisely
locate vehicles with the help of detailed vehicle modelling. It also identifies
the general classes/categories of vehicles. Moreover, whether a parked vehicle
has changed is detected to potentially estimate the parking durations. The
benefit of detailed vehicle modelling is threefold: the model parameters can be
used as vehicle features for supervised classifications; the fitted model provides
precise pose information; tangible and detailed models can be directly used for
visualization purposes.
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Apart from localization, the system is based on supervised learning, so the
performance is determined by the representativeness of training sets. The re-
ported results can be improved since the test is limited by the training data
size. Future work will investigate the automation of training sample annotation
to improve the system performance.
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